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Liquid Cooling in Data Centres maps liquid cooling technologies, analyses challenges and opportunities,
and assesses the impact that liquid cooling can have on data centre energy efficiency. The report
indicates energy savings potentials in the region of 8% in servers and 30-40% at the facility level
translating to overall savings in the order of 10-21%. Current use of liquid cooling in data centres is low
due to lack of standardisation, high initial costs and concerns about long-term reliability. A further
barrier is that the metric Power Usage Effectiveness systematically understates the efficiency gains
from liquid cooling. The report makes a case for policy intervention and highlights the need for new
solutions for retrofitting existing multistorey data centres.



Liquid cooling is a proven technology that can significantly improve data centre (DC) energy efficiency
and enable the reuse of waste heat. It supplements or replaces traditional air-cooling systems used to
cool critical components in servers and data storage systems. In air-cooled systems, waste heat typically
needs to be transferred from air to liquid via a heat exchanger or heat pump before it can be reused, for
example in district heating systems.

This report examines the main liquid cooling technologies, their energy savings potential, market status,
and implications for policy making.

Technology overview

Three primary technology families are available:
e Direct-to-Chip (DTC) cooling, which uses cold plates mounted on hot components;
e Immersion Cooling (IC), which fully submerges servers in dielectric fluid; and

e Rear-Door Heat Exchangers (RDHx), which neutralise hot exhaust air at the server or
data storage rack level.

DTC single-phase is the most mature and widely deployed currently, commanding approximately 43% of
the liquid cooling market by revenue. Immersion cooling is though the fastest-growing segment.

Each technology presents different trade-offs in terms of efficiency, cost, retrofit suitability, and heat
reuse potential. However, cost data remains commercially sensitive and is changing rapidly, limiting the
precision of economic comparisons. The primary factor influencing system performance and heat reuse
potential is the heat rejection side of the system, namely whether the cooling distribution units (CDUs)
reject heat into the data centre hall via liquid-to-air (LTA) CDUs or directly into the facility water system
(FWS) via liquid-to-liquid (LTL) CDUs.

Energy savings

Liquid cooling delivers energy savings from two sources. Within the server, it reduces or eliminates fan
power consumption, cutting IT load by up to 8%. At the facility level, it can reduce cooling-related energy
use by around 30 to 40% by displacing energy-intensive chillers and air handlers. Depending on the extent
of liquid-cooling deployment and system design, this can translate into overall data centre energy savings
on the order of 10 to 21%. Modelling using the IEA 4E TEM 4.0 framework, a global bottom-up data centre
energy model, estimates that a realistic DTC hybrid scenario, assuming partial adoption of hybrid direct-
to-chip cooling in medium/large and hyperscale non-Al facilities based on current deployment patterns,
could save approximately 22.6 TWh per annum by 2030 for non-Al data centres globally (11% of total
consumption), while an optimised immersion scenario could achieve savings of approximately 70.8 TWh
(34%). These figures exclude Al data centres, where savings potential is likely to be substantially larger
but could not be reliably quantified due to lack of updated data for the Al data centres.



Artificial intelligence and liquid cooling

Al data centre hardware generates heat densities that cannot be effectively managed by air cooling, with
leading GPU TDPs (Graphics Processing Unit Thermal Design Power) now exceeding 1,000 W per chip.
Liquid cooling is therefore a prerequisite for high-density Al deployments. High-density Al deployments
refer to data centre installations using concentrated Al compute hardware, such as GPU-based servers,
with very high rack power densities and corresponding cooling requirements. Adoption in this segment
is market-driven: DC operators adopt it because their hardware requires it, not because policy mandates
it. The IEA projects that global data centre electricity consumption will more than double to
approximately 945 TWh by 2030, with Al as the primary driver due to increased use of it. The pace of Al-
driven innovation in liquid cooling is also accelerating the development of components, system designs,
and standards that benefit the broader market.

Waste Heat Reuse

Liquid cooling in DCs enables higher-grade waste heat, typically in the range of 45 to 70°C, that is more
economically viable for external reuse. However, current retrofit deployments often rely on LTA-CDUs,
which reject heat back into the data hall air rather than directly into a water loop for reuse. Achieving
widespread heat reuse generally requires LTL-CDUs connected to a facility water system (FWS), together
with off-taker (meaning the external users or buyers of recovered heat) proximity, demand-matching
mechanisms, contractual frameworks, and supportive policy. Higher-grade heat is therefore a necessary
but not sufficient condition for reuse. Some greenfield facilities (new facilities built from scratch) are
being designed to accommodate liquid cooling, or to be ready for its future deployment, in order to
support HPC (High-Performance Computing) and Al workloads efficiently. Typical heat reuse applications
include building heating and selected industrial and agricultural uses.

Market status

Approximately 22% of data centres report using some form of liquid cooling, but penetration within
individual facilities remains low — 48% use it in less than 10% of their server racks. The market appears
to be approaching an inflection point, with 61% of operators actively considering liquid cooling. Key
barriers remain: lack of standardisation (39%), high initial costs (38%), and concerns about long-term
reliability (35%).

Policy implications

The DC industry standard metric PUE (Power Usage Effectiveness) systematically understates the
efficiency gains from liquid cooling because it reduces both sides of the PUE equation simultaneously. As
a pragmatic interim measure until a better metric has been agreed and implemented, a standardised PUE
adjustment factor based on the cooling system type (air, DTC, immersion (IC)) could better reflect true
efficiency gains within existing regulatory frameworks. In the medium term, policy makers should
consider promoting the metric Total Usage Effectiveness (TUE), and an Enhanced Energy Reuse Factor
(EERF) that accounts for the grade of recovered heat. However, the assessment of TUE would require
standardised measurement infrastructure, particularly BMC (Baseboard Management Controller,
specialised controller chip on a server motherboard that enables remote monitoring and management
of the server), data access (that does not yet exist), and the engagement with standardization bodies.



Policy interventions should be outcome-based and technology-neutral — setting progressive cooling
efficiency and heat reuse targets rather than mandating specific technologies. Several jurisdictions are
already moving in this direction: PUE targets of 1.2 in China and Singapore are effectively de facto
mandates for adopting liquid cooling, the EU Energy Efficiency Directive requires data centre energy
reporting from facilities above 500 kW — incentivising lower PUEs via transparency of the DCs’ PUEs —and
the US Department of Energy has committed USD 40 million to data centre cooling R&D, aiming at
improving PUE in the long term.

The primary policy challenge lies with the non-Al data centre segment, where the adoption of liquid
cooling depends on rack density, facility age, and discount rate assumptions. Liquid cooling becomes
economical above approximately 20 kW per rack under the high internal discount rates operators
typically apply. However, when societal discount rates are used (reflecting the value of costs and benefits
from whole-economy perspective and are typically lower than private-sector discount rates, giving
greater weight to long-term benefits such as energy savings and heat reuse) and the full facility lifespan
is considered, liquid cooling is likely economical at densities well below this threshold — particularly when
the external benefits of heat reuse are included. This gap between private and societal returns is a
potential justification for intervention, but the broad cost figures currently available are not an adequate
basis for detailed policy design when individual data centre investments now reach the billions of dollars.
Further investigation of the economics is recommended before specific targets are set.

A policy measure requiring heat reuse should be calibrated against ecosystem readiness. Mandating
costly infrastructure such as dual cooling loops where no off-taker exists would impose costs without
achieving benefits. The most productive near-term actions are those that connect data centre heat supply
with local demand, for example, including data centres in heat planning processes, requiring feasibility
assessments for waste heat reuse at the planning stage of the new DCs, and facilitating contractual
frameworks between operators and off-takers. The feasibility of retrofitting existing data centres —
particularly multi-storey buildings with inadequate floor loading — remains the most significant practical
barrier and warrants dedicated research and industry cooperation.

The remainder of the report is structured as follows. Chapter 2 outlines the main liquid cooling
technologies, Chapter 3 examines system-level energy and efficiency impacts, and Chapter 4 addresses
heat reuse potential. Chapters 5 to 7 consider implementation, market development, and the role of Al,
while Chapters 8 and 9 discuss global energy implications and policy considerations.
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Data centres are facing rising power densities, increasing electricity demand, and growing pressure to
improve energy performance. These trends are being reinforced by the expansion of cloud services and,
in particular, by the rapid uptake of Al workloads, which rely on high-performance chips with much
greater cooling requirements than conventional servers. As a result, conventional air-cooling systems are
becoming less suitable for parts of the market, especially where rack densities are increasing.

Liquid cooling offers a way to manage these higher thermal loads more efficiently. Compared with air
cooling, it can reduce server fan energy use, lower the need for energy-intensive mechanical cooling, and
enable heat to be recovered at temperatures that are more suitable for reuse. It also supports the
deployment of high-density computing infrastructure that would be difficult or uneconomic to cool with
air alone.

For these reasons, liquid cooling is becoming an increasingly important option in data centre design and
operation. Its relevance is strongest in high-density and Al-related applications, but it may also improve
energy performance and heat reuse potential more broadly across the sector.

The project's objective is to examine liquid cooling in data centres to scope its potential energy efficiency
benefits, and to provide evidence-based information for policy makers.

The assessment covers:
e Overview of technologies for liquid cooling, including new developments
¢ Impact of liquid cooling on the development of servers
e Impact of liquid cooling on other cooling systems and the energy use
¢ Impact on PUE and considerations on the relevance of further using this metric
e Waste heat reuse opportunities and parameters impacting the reuse potential

e Impact on implementation and operation of liquid cooling for existing and for new data
centres

e Market size and the drivers and barriers
e Relation between Al data centres and liquid cooling
¢ Global energy impact

e Potential implications for policy makers

This report is based on a structured review of published literature, market material, and stakeholder
input. The evidence base includes academic literature, industry reports, vendor documentation, public
policy material, and relevant publications from standards and industry bodies. The purpose was to assess
the current status of liquid cooling technologies, their energy performance implications, their role in
enabling heat reuse, and the relevance of these findings for policy makers.

The desk research was complemented by stakeholder engagement in two forms. First, informal industry
discussions at the TechWorld conference (London, June 2025) which provided context for the early stage



of the research, vendor products and deployment experience. Second, additional informal engagement
at the Future of Data Centres event (Oxford, November 2025) reinforced by structured interviews were
conducted during February—March 2026 with Sophia Flucker (Technical Director, MiCiM Ltd), Joshua
Taylor and Emma Fryer (CyrusOne).

These focused on three areas where published evidence is limited or commercially sensitive: the real-
world design and commercial trade-offs that operators face when specifying cooling systems for new and
existing facilities; the investment risks and cost uncertainties associated with liquid cooling in a rapidly
evolving market; and the extent to which operator priorities — particularly revenue maximisation from
expensive IT hardware — constrain cooling system choices in practice. Where stakeholders are not
named, their input is reflected on the basis of their area of expertise.



Liquid cooling in data centres is typically categorized as either DTC or IC. However, when considering
energy efficiency of the cooling system, it is more useful to analyse the data centre based on the two
core stages of heat management:

1. Heat absorption: How heat is removed from the server and IT equipment.

2. Heat rejection: How heat is transported out of the building and released into the external
environment (or reused).

While IC and DTC cooling describe the first stage (heat absorption), they do not define the second stage
(heat rejection). Furthermore, both of these cooling methods are compatible with either single-phase or
two-phase cooling (phase change from liquid to vapor usually of a refrigerant or dielectric fluid, absorbing
large amounts of heat at nearly constant temperature), which specifies the type of fluid used and the
physical mechanism for heat absorption. This section will cover all these technologies and their variants.

To comprehend liquid cooling, it is beneficial to contrast it with a conventional air-cooling system. Figure
1 illustrates a typical air-cooled data centre.

Building
Room
Server | Rack CRAH Chiller ?oolir;g
Healseader T i > air ar FWS CWS owler ry
CP
Other server — >| — >
components |
< J

In many compute-intensive servers, the CPU and any installed GPUs account for a majority of the server’s
heat output, often on the order of 60 to 80%, depending on configuration and workload?®. Typically, hot
aisle/cold aisle containment is used, in which cold air is supplied to the server inlets through a cold aisle.
After passing through the servers and absorbing heat, the warm air is discharged into the hot aisle and
returned to the cooling equipment.

This heat must be expelled from the server's interior to avoid overheat of components particularly CPU
or GPU, through the server room(s), and ultimately outside the DC building. This waste heat removal
process involves several steps at different locations and involving specific equipment and processes. In a
typical air-cooled DC these are:

1 Shehabi, A. et al. (2024). 2024 United States Data Center Energy Usage Report. Lawrence Berkeley National Laboratory.



https://eta-publications.lbl.gov/sites/default/files/2024-12/lbnl-2024-united-states-data-center-energy-usage-report_1.pdf

e Heatspreader: this component is attached to the CPU die during manufacturing, and is
designed to protect the die and ensure compatibility with various heatsinks.

¢ Heatsink and fan: A fan forces air through the heatsink and into the server enclosure.

e Server fans: The fans blow the hot air out of the server while also cooling other internal
components.

e Server room air circulation: Beyond the server, the heat may be moved by fans in the
server rack, as well as general room fans, before being drawn into the computer room
air handler (CRAH).

¢ Building cooling: The CRAH transfers the heat into the facility water system (FWS). The
waste heat is then transferred through the mechanical chiller and the cooler water
supply (CWS) into the cooling tower.

Since air is a poor heat absorber, effective cooling requires a significant volume of air and a large
temperature difference. Furthermore, even with hot/cold aisle containment, the air circulation in the
data centre is not precisely controlled and often permeates the room, causes cold air losses. This
inefficiency necessitates a considerable amount of energy for the cooling system, particularly as heat load
increases in data centres due to the increase of Al servers.

In a typical air-cooled data centre, the cooling infrastructure, comprising CRAHs or computer room air
conditioners (CRACs), chillers, CWS, cooling towers, and associated pumps and fans — accounts for
approximately 30-50% of the facility’s total energy consumption?. This translates to roughly 0.3-0.5 kW
of cooling power for every 1 kW of IT power load. Within the servers themselves, on-board fans used to
force air across heat-generating components typically consume 10-15% of the total server power,
depending on the server type, fan configuration, and thermal load. These energy costs represent the
baseline against which the efficiency improvements from liquid cooling are measured throughout this
report.

Direct-to-Chip (DTC) cooling, also referred to as Direct Liquid Cooling (DLC) or cold plate cooling, is a
targeted method designed to deliver precise cooling directly to a server's hottest components. Fans are
still used to drive air through the server to cool the remaining components (Figure 2).

2 Liu et al. (2025), “Al-driven cooling technologies for high-performance data centres,” Data & Information Management / ScienceDirect.
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The core element of a DTC system is typically the "cold plate," a sealed block made from a thermally
conductive metal, most often Copper or Aluminium. This plate is mounted onto the heatspreader of the
CPUs and GPUs, replacing the air cooled heatsink and fan. A liquid coolant, such as a water-glycol (mainly
propylene or ethylene) mixture, circulates through internal channels within the plate. This process
absorbs heat from the component and transports it away 3.

DTC systems have evolved into two main categories, defined by (1) the interface with the chip and the
heatspreader and (2) the coolant’s state:

1. Interface variations: These variations progressively remove thermal interfaces for greater efficiency:

Cold plate removal: The cold plate is removed, and the liquid coolant makes direct
contact with the component’s heatspreader. This requires a robust, liquidtight seal
during cooler installation.

Direct-to-Die Contact: The liquid makes direct contact with the bare CPU die (removing
the heatspreader entirely). An advanced form of this is microfluidics, which involves
etching microscopic channels directly into the die or chip package for the cooling liquid
to flow through. Several companies are commercially developing this approach,
including JetCool Technologies (US) and Corintis (Switzerland, a spinoff of EPFL's Power
and Wide-band-gap Electronics Research Laboratory), while major technology
companies including Microsoft, HP, and IBM are pursuing in-house R&D programmes A
microfluidic-cooled server was demonstrated in 2025, reaching heat removal rates up
to three times better than conventional cold plates®. This technology remains at an early
stage but it is attracting investment, through the US Department of Energy's
COOLERCHIPS programme?®.

2. Liquid variations: DTC technology is deployed in three principal variations based on the coolant’s
thermodynamic state:

3 Liquid Cooling - Center of Expertise for Energy Efficiency in Data Centers, accessed on September 10, 2025, https://datacenters.lbl.gov/liquid-

cooling

4 Microsoft (2025) https://news.microsoft.com/source/features/innovation/microfluidics-liquid-cooling-ai-chips/

5 https://arpa-e.energy.gov/programs-and-initiatives/view-all-programs/coolerchips
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e Water based and non-conductive (dielectric) coolant: Water is the most commonly used
coolant, it has a high specific heat capacity, easily available and its wide use in many
applications means that the technology is very mature. However, it is also electrically
conductive. A number of dielectric coolants, usually oil-based, have been developed for
server applications.

¢ Single-Phase DTC: This is the most common and mature technology. The coolant,
typically treated water or a water/propylene glycol mixture, remains in a liquid state
throughout the entire cooling loop. Performance relies on the coolant’s specific heat
capacity and the mass flow rate.

e Two-Phase DTC: This more advanced method uses a specialised dielectric fluid (a
refrigerant) engineered to boil at a low temperature upon contact with the hot (chip)
surface. This phase change from liquid to vapour absorbs a significantly higher amount
of thermal energy via the latent heat of vaporization. This makes it a much more efficient
method of heat transfer for handling extremely high heat fluxes, although it involves
greater engineering complexity. The process is isothermal, ensuring a stable and
predictable temperature.

DTC options also vary by the heat rejection option used. This side of the cooling loop takes the warm
coolant and transfers it to the next stage of the cooling system. In the following we describe two main
principles, self-contained liquid cooled server and row and rack coolant distribution units.

A self-contained Direct Liquid Cooling (DLC) system represents the simplest configuration, with the entire
cooling loop situated within the server. This setup, comparable to desktop computer liquid cooling,
utilizes a pump and radiator at the rear of the server, cooled by existing server fans. While its benefits
are the most limited among DLC options, it can increase heat removal capacity by up to 20% compared
to air cooling®. This useful boost is achieved with minimal or no modifications to the existing rack or wider
data centre cooling infrastructure.

A Coolant Distribution Unit (CDU) is responsible for supplying coolant to multiple servers within a rack,
or across entire rows of racks. The CDU houses essential components, including the coolant reservaoir,
pumps, filters, and a heat exchanger. These CDUs are primarily categorized into two types:

¢ Liquid-to-Air (LTA): These units are specifically designed for integrating liquid cooling
into environments that primarily rely on air cooling. They take the heated liquid from
Direct-to-Chip (DTC) cooled servers and dissipate the heat directly into the ambient air
of the data hall (Figure 2), typically within the hot aisle containment system. The existing
room-level air conditioning infrastructure then handles this heat load. This approach
allows high-density racks to benefit from liquid cooling without needing a connection to
the facility water system (FWS) or a comprehensive overhaul of the building’s central
cooling plant.

6 https://journal.uptimeinstitute.com/self-contained-liquid-cooling-the-low-friction-option/



e Liquid-to-Liquid (LTL): These units feature a heat exchanger that connects to the FWS.
Depending on the FWS design, a single water system is typically shared by both, the air
and liquid cooling systems, but they can be maintained as isolated systems.

Rear door heat exchangers (RDHx) units are a practical, transitional technology designed to significantly
enhance a facility’s cooling capacity with minimal disruption to existing infrastructure and ICT equipment.

Functioning as an air-to-liquid heat exchanger, the RDHx physically replaces a standard rack’s rear door.
It operates much like a large radiator, housing a coil through which a liquid coolant (typically chilled
water) circulates through this process:

1. Airflow: Servers within the rack draw cool air from the cold aisle, cool their internal
components, and exhaust hot air out the back.

2. Heat neutralisation: This hot exhaust air is channelled directly through the liquid-filled coil of
the RDHx.

3. Transfer: As the air passes over the coil, heat is efficiently transferred from the air to the
circulating liquid.

This process effectively neutralises the heat at the rack level, preventing it from increasing the room’s
ambient temperature. This also reduces the necessity for hot aisle containment. The primary goal of an
RDHx is to improve air management and efficiency within the data hall, rather than to accommodate
extremely high heat densities 7.

RDHXx units are available in two principal configurations:

e Passive RDHx: These units rely entirely on the airflow generated by the servers” internal
fans to push hot air through the cooling coil. They are highly reliable, silent, and consume
no operational energy due to the absence of moving parts.

e Active RDHx: This configuration includes its own integrated fans. These fans actively pull
air from the servers and through the coil, which allows for a higher heat capture capacity
and more precise airflow control, independent of the server fan speed.

Immersion cooling is the most comprehensive approach to liquid thermal management in DCs,
fundamentally redesigning the server environment to achieve the highest potential for heat removal,
compute density, and energy efficiency.

7 LBNL (2010) Data Center Rack Cooling with Rear-door Heat Exchanger, https://datacenters.Ibl.gov/sites/default/files/rdhx-doe-femp.pdf
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In this case, entire servers (or sometimes individual components) are fully submerged in a dielectric fluid
(A thermally conductive but electrically non-conductive liquid) contained within a sealed chassis or tank
(Figure 3). The heat generated by electronic components is transferred directly and uniformly into this
surrounding fluid. This process completely eliminates the need for server fans, which are a major source
of energy consumption, noise, and mechanical failure. Furthermore, it captures virtually 100% of the IT
heat load into a single liquid stream, removing the necessity for supplementary air cooling for the servers

themselves 8.

8 Liquid Cooling - Center of Expertise for Energy Efficiency in Data Centers, accessed on September 10, 2025,

https://datacenters.lbl.gov/liquid-cooling
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Immersion cooling is available in two main configurations:

e Enclosed Chassis Cooling: In this configuration, each server is housed in its own liquid-
tight chassis filled with coolant. These sealed units often fit into standard server racks,
and connect to a shared manifold using dripless quick-disconnect couplings.

e Tank-Based (Open Bath) Immersion Cooling: This configuration involves fully or partially
submerging the server, or component assembly, into a large vessel of fluid shared with
other servers. Maintenance is performed by lifting the equipment out of the tank.

This technique involves actively circulating the dielectric fluid. The fluid is pumped out of the immersion
tank to an external heat exchanger, where absorbed heat is transferred to the facility's water loop. The
cooled fluid is then returned to the tank to repeat the cycle. This method is characterized by its
mechanical simplicity and generally utilizes less expensive fluids. It typically generates medium-to-high
grade waste heat, with temperatures often around 55°C suitable for reuse °.

A more advanced approach, two-phase immersion uses an engineered dielectric fluid with a very low
boiling point, usually between 40°C and 60°C. The heat from the submerged servers causes the fluid to
boil directly on the component surfaces. The resulting, less dense vapour rises to the top of the sealed,
airtight tank. There, it condenses back into liquid upon contact with a condenser coil (containing cool
facility water). This liquid drips back into the main bath, establishing a passive, closed-loop cooling cycle
driven purely by evaporation and condensation. This passive and isothermal process results in

exceptional energy efficiency and produces a stable temperature, making it highly suitable for heat reuse
10

Immersion cooling installations typically utilize LTL-CDUs, though technically LTA-CDUs could also be
employed. This preference for LTL CDUs stems from immersion cooling often being implemented in new
(greenfield, i.e. where the DC is built from scratch) sites. In these new installations, there is no need to
accommodate supplementary air cooling systems or CRAHSs. It is also possible to remove the need for
mechanical chillers (Figure 3) greatly simplifying the cooling system. Consequently, some immersion
baths are designed with an integrated CDU, eliminating the need to reuse existing cooling
infrastructure®®.

The market for liquid cooling in data centres is growing rapidly, but adoption is most often taking the
form of hybrid architectures that combine liquid cooling for high-density IT with conventional air cooling
for the remaining load.*3, This cost-effective and practical method supports varied workload densities,

9 Heat recovery | Alfa Laval, accessed on September 10, 2025, https://www.alfalaval.us/industries/hvac/data-center-cooling/heat-recovery/

10 Two-Phase vs Single-Phase Immersion Cooling Fluids ... - Opteon, accessed on September 10, 2025, https://www.opteon.com/en/-
/media/files/opteon/liquid-stack-chemours-whitepaper may2022 final.pdf

1 https://www.vertiv.com/4a393a/globalassets/shared/vertiv-coolcenter-immersion-br-en-emea-

12 KPMG (2024), Disrupting Data Centre Design

13 Vertiv, Liquid cooling options for data centers
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acknowledging that other IT and power distribution equipment like networking, storage, UPS, and PDUs
also generate heat requiring cooling.

This hybrid model is especially prevalent in existing facilities where a full conversion to liquid cooling is
often too expensive or disruptive. It allows operators to deploy high-density liquid cooling for specific Al
or HPC clusters while retaining their established air-cooling infrastructure for lower-density workloads.
Furthermore, for colocation data centres, they can accommodate both traditional air cooled and liquid
cooled servers.

An efficient hybrid cooling system requires a zonal approach to thermal management, in which the data
hall is treated as comprising distinct air-cooled and liquid-cooled zones. High-density liquid-cooled racks
are managed through coolant flow rates and supply temperatures, while lower-density air-cooled racks
are managed through airflow and aisle temperature control.

In practice, however, retrofit solutions are often simplified to reduce cost and disruption. For example, a
row of air-cooled racks may be replaced by a single high-density Al rack served by a liquid-to-air cooling
distribution unit (LTA-CDU). Because the Al rack and CDU may be substantially heavier than conventional
equipment, load spreaders may be required to distribute the weight and avoid excessive floor loading.
The remaining unused rack spaces can be blanked off to preserve hot aisle/cold aisle containment. In this
type of arrangement, the liquid-cooling loop can be kept largely local to the rack and CDU, which helps
limit installation complexity and reduce leakage risk.

Key technologies enabling this zonal management include RDHx and LTA-CDUs. Even highly efficient
Direct-to-Chip (DTC) systems, which capture 70-75% of a server’s heat, release the remaining 25-30%
into the data hall, necessitating traditional air cooling®*.

However, combining rear-door heat exchangers (RDHx) and direct-to-chip (DTC) cooling with liquid-to-
liquid cooling distribution units (LTL-CDUs) can provide an almost fully liquid-cooled solution. In some
system designs, the coolant first passes through the RDHx and then through the cold plates. Although the
coolant temperature is slightly higher after leaving the RDHX, it can still provide effective cooling at the
cold plates. This configuration can support relatively high waste heat temperatures, but it will typically
still require a chilled water loop operating at low temperatures.

Beyond the mainstream advanced cooling technologies—DTC, Immersion, and RDHx —ongoing research
is exploring several novel approaches. While these new technologies show promise, many currently
remain niche and limited to highly specific applications.

Thermoelectric Cooling (TEC): TEC is a solid-state method that exploits the Peltier effect. By applying a
voltage across a junction of two dissimilar materials, heat is actively “pumped” from one side to create a
temperature difference *°. In data centres, TECs are confined to specialised, low-power uses, primarily
for precision cooling of optical components in high-speed transceivers to ensure signal integrity.
However, due to limitations in current energy efficiency (Coefficient of Performance) and high cost, TEC
is not a viable alternative for general cooling of high-power CPUs or server racks, which remain the
domain of liquid cooling solutions.

14 U.S. Department of Energy (2024), Best Practices Guide for Energy-Efficient Data Center Design.

5 https://phononic.com/resources/optical-component-cooling-in-a-data-center/
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Cryogenic Cooling: This technique uses extremely low-temperature fluids, typically liquid Nitrogen (LN2),
which boils at -196°C ®. In data centre environments, its application is highly specialised, such as cooling
superconducting systems to eliminate electrical resistance, or as a rapid-deployment emergency failover
in case of a faulty cooling system. In a failover scenario, the rapid vaporisation of LN2 can absorb immense
heat quickly, preventing hardware failure during a primary cooling system outage. Nevertheless, the high
production and storage costs, complex infrastructure, and stringent safety protocols currently preclude
cryogenic cooling from being a general-purpose data centre cooling solution. Microsoft has explored
patents related to using cryogenic energy storage as a backup power source?’, though its commercial
future is uncertain.

Next-Generation Evaporative Cooling: Research institutions, such as UC San Diego, are investigating
advanced passive cooling methods. A promising development involves an engineered fibre membrane
featuring a network of microscopic, interconnected pores. This structure uses capillary action to draw a
cooling liquid across its surface. The liquid then evaporates, efficiently removing heat from the electronics
underneath without the need for a pump. Laboratory tests have demonstrated the ability of this
technology to manage heat fluxes exceeding 800 W/cm?, but it is currently a research and development
concept, and it is not yet commercially available for data centres®®.

Liquid cooling technology is still undergoing development and does not have the economies of scale of
air cooling. Precise cost data remains commercially sensitive, and published cost comparisons are limited.
The indicative cost levels in Table 1 are qualitative assessments based on available industry analyses and
should be treated as broad characterisations rather than precise benchmarks. Costs vary significantly
based on scale, configuration, climate, and vendor, and do not represent future costs. Any policy
decisions or cost-benefit analysis should therefore be taken with caution. Furthermore, the cost of
cooling equipment does not necessarily reflect overall system costs (see Section 5.3).

The following table compares the maturity, indicative cost (CapEx), and typical applicability.

Technology Maturity

Indicative CapEx

Typical applicability

Commercial, well
established. This is the most

Direct-to-Chip .
. mature and most widely
(DTC), single-

phase!%20 deployed advanced liquid-

cooling approach in
mainstream data centres.

Medium. Additional cost
arises from cold plates,
manifolds and coolant
distribution units (CDUs),
while servers generally retain
conventional form factors.

Suitable for new builds and
retrofits. Commonly used to
support higher-density racks,
typically from 15 kW/rack
upward, including Al and HPC
environments.

16 https://cryor.co.il/cryogenic-cooling-for-data-centers/

17 https://www.thedailyupside.com/cio/cloud-computing/microsoft-may-see-cryogens-as-key-to-data-centers-energy-problem/

18 https://today.ucsd.edu/story/new-cooling-tech-could-curb-data-centers-rising-energy-demands

19

ASHRAE TC 9.9 (2021), Emergence and Expansion of Liguid Cooling in Mainstream Data Centers.

20 J.S. Department of Energy (2024), Best Practices Guide for Energy-Efficient Data Center Design.
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Technology

Maturity

Indicative CapEx

Typical applicability

Direct-to-Chip

Emerging
commercial. Commercially

Medium to high. System
complexity and working-fluid

Best suited to very high heat-flux
applications, especially Al and

(DTC), two- available, but with a smaller  requirements generally make . .
19.20 . . . . . HPC, in both new and selectively
phase!” installed base than single- it more expensive than single- . o
retrofitted facilities.

phase DTC. phase DTC.
Rear-Door Commercial, well Low. Usually among the least Primarily used in retrofits of air-
Heat established. A mature disruptive and lower-cost cooled data centres to address
Exchaneer technology with a long track  liquid-cooling options, hot spots and moderate density
(RDHx)lgg - record in operational particularly where server-level increases, often around 10 to 30

facilities. modification is undesirable. kW/rack.

Early High. Requires immersion Primarily suited to new-build,
Immersion commercial. Deployment is tanks, dielectric fluid, and IT  high-density facilities,

cooling, single-

increasing, but the installed

hardware that is purpose-

particularly for Al training and

phasel®? base remains smaller than designed or adapted for HPC workloads, often in the 20
that of DTC or RDHx. immersion. to 100+ kW/rack range.

Best suited to specialised ultra-
high-density new builds. It ma

. Early commercial / Very high. Higher system : v . v

Immersion . . . offer advantages for high-grade

. emerging. The least mature of complexity and expensive .
cooling, two- o . . L heat recovery due to its near-
el the main liquid-cooling engineered fluids increase . .

phase'” isothermal thermal behaviour,

options considered here.

cost.

but broader adoption remains
limited.

21 Lju, X. et al. (2025), ‘Al-driven cooling technologies for high-performance data centres’, Data & Information Management
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Table 2 provides a summary of the liquid cooling technologies in DCs.

Technolog ) L. Efficiency / Density L.
Mechanism / Target Heat Rejection Path i Variations
y Benefit
Can be self-contained
(server-level . Single-Phase (liquid
. Targeted cooling .
radiator/fan), or o state maintained)
significantly
. routed to a rack-level or Two-Phase
A cold plate is mounted o reduces or L .
. X Coolant Distribution o (liquid boils and
. directly onto a server’s . . eliminates on-
Direct-to- Unit (CDU), which uses condenses);
. hottest components . o . board server fan L
Chip (DTC) either: Liquid-to-Air Interface variations
(CPUs, GPUs) to absorb . power (up to 80% . .
(LTA) to reject heat . include direct-to-
heat. . . fan power savings). .
into the room air, or . die contact, usually
L o Enables higher- .
Liquid-to-Liquid (LTL) with a cold plate
. . performance CPUs. )
to reject heat into the still present.
facility water loop.
Heat is t ; q Enhances cooling
An air-to-liquid coil that : €a Itsh rTwns'c e'rri capacity for existing
. rom the hot air to a
replaces the rack’s rear ) o infrastructure with  Passive (relies on
Rear-Door  4,0or circulating liquid . . .
c . minimal disruption;  server fans) or
Heat coolant (typically revents hot air Active (includes
Exchanger 1t neutralises the hot chilled water), which is ?rom entering the integrated fans for
(RDHXx) exhaust air from then removed by the 'g ) & )
standard air-cooled facility’s cooling room, reducing the  higher capacity).
servers at the rack level.  ;.eoctructure. load on room-level
air conditioning.
Most
comprehensive Single-Phase
approach; (actively circulated
. Typically utilizes completely fluid) or Two-Phase
Entire servers are fully L L. o .
. Liquid-to-Liquid (LTL) eliminates server (passive
submerged in a thermally . .. .
. ” . CDUs, often fans, capturing boiling/condensatio
Immersion  conductive, electrically . ]
. . integrated, to transfer  virtually 100% of n for stable
Cooling non-conductive
heat from the the IT heat load temperature);

(dielectric) fluid within a
sealed tank or chassis.

dielectric fluid to the
facility’s water loop.

into a single liquid
stream. Generates
high-grade waste
heat (e.g., 55°C)
suitable for reuse.

Configuration is
either Enclosed
Chassis or Tank-
Based (Open Bath).




Liquid cooling is rarely a direct and simple replacement for air cooled servers in a DC. The liquid must be
routed through the servers and through the DC infrastructure. This can require fundamental changes to
the design of the server and the supporting infrastructure. This section discusses the major changes that
occur for the server design and the DC infrastructure; the corresponding energy impact and the possible
need for change of the performance metrics .

The impact on the server design and hardware density will be detailed in the following regarding the
servers, the racks and the overall data centre.

Increasing heat density mainly due to use of servers serving Al applications is the primary factor driving
the adoption of liquid cooling, typically occurring when air cooling is insufficient to dissipate the heat
generated. Improved server and server cluster performance and efficiency are achieved by placing
components in closer proximity, but this concurrently elevates heat production in a confined area,
thereby increasing heat density. Al servers, which contain multiple large GPUs within a single unit and
numerous units in a cluster, exemplify this trend. While the exact figure varies, the accepted threshold
for transitioning from air to liquid cooling is generally around 20kW of rack power (Figure 4), a level
already far surpassed by Al applications. While gradually rising in server power consumption, the heat
density in general computing servers has not yet reached this critical level (20 kW), where liquid cooling
is needed.
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It is technically possible to retrofit existing servers with liquid cooling. This process involves replacing the
standard CPU heatsink and fans with a cold plate and integrating a coolant loop. Connections for the
supply and return of coolant must also be added to the rear of the server chassis.

However, retrofitting often presents challenges. A key concern is that this modification can void the
server’s warranty. Furthermore, there is a lack of universally standardised cold plate solutions compatible
across all server models. Consequently, custom cooling solutions are usually required for specific server
designs. These bespoke systems are typically installed either by the server vendor, or by the cooling
vendor. Compatibility and warranty management are improved through certification schemes and close
collaboration between the cooling and server manufacturers.

For high-performance applications, such as Al, servers can be specifically optimised for liquid cooling from
the outset. The compact nature of liquid cooling components, especially the elimination of large air-
cooling heatsinks, permits higher component density and can facilitate a reduction in vertical server
height. Motherboards can be designed to optimise component placement, and chassis modifications can
ensure easy connection to coolant loops via standardised connectors and manifolds.

Liquid-cooled general compute servers are now widely available. These servers are frequently offered in
both air-cooled and liquid-cooled configurations, often sharing a similar core design. A distinct advantage
of the liquid-cooled models is the ability to support higher-performance CPUs configurations?:.

22 https://stillwell-hansen.com/liquid-cooling-technology-towards-the-data-center-of-the-future/

2 https://www.hpe.com/psnow/doc/a50009383enw



The most common design for immersion cooling involves submerging server motherboards directly into
a large bath of dielectric fluid, though single-rack immersion cooling units also exist. While
demonstrations have shown that off-the-shelf (OTS) servers can be modified and successfully operated
when submerged, dedicated immersion cooling servers are more typical and designed with specific
modifications?*, such as:

e Open chassis: The server chassis is designed to be open, to maximize coolant flow
around the internal components.

e Vertical orientation: The chassis is strengthened to support operation in a vertical
position.

e Port placement: All data and power ports are positioned on the rear side, facing upward.

e Material compatibility: Materials that can react with the dielectric fluid and the bath’s
heat are removed or replaced. This includes certain plastics like PVC (often used in
cables) and PBT (sometimes found in RAM and PCle slots), as well as adhesives used for
labels and thermal interface materials.

A key concern is the potential for contamination of the dielectric fluid, which can negatively affect the
system’s flow and, in two-phase systems, alter the boiling point.

An immersion bath essentially replaces the traditional server rack. However, the substantial volume of
liguid makes the system extremely heavy, placing twice as much weight on the floor. For two-phase
immersion, the tanks must also be sealed, which introduces additional complexity for maintenance and
accessing the servers.

Implementing liquid cooling in existing data centres presents several significant challenges that limit its
widespread practicality or necessitate partial solutions, such as the use of LTA-CDUs. The challenges
include:

e Space and density While higher power density enabled by liquid cooling can potentially
reduce the DC space footprint, this is often offset by other factors in existing data
centres.

e Weight and floor load Liquid cooling increases the overall weight per rack from 500-800kg for a
full air cooled rack, to 800-1000kg for DTC rack; and 1200-1800kg for immersion cooling.
Components like immersion cooling baths, CDU components, reservoirs, and the servers
themselves (despite smaller heatsinks) add considerable weight.

e The ability to install more, smaller servers per rack due to liquid cooling can quickly
exceed the weight-bearing capacity of raised floors.

e To compensate, fewer servers may need to be installed per rack. For LTA systems, the
heat removal capacity of the room is often reached before floor load becomes the
primary constraint, but very dense installations require floor strengthening, which may
not always be technically feasible.

% https://www.gigabyte.com/pt/Enterprise/Rack-Server/R283-ZF0-IAL1-rev-3x



e Infrastructure and leak risks Liquid-to-Liquid (LTL) CDUs require the installation of
additional pipework, typically overhead. This necessitates assessing the available
overhead space and the roof’s weight-bearing capacity. Installing pipework under the
raised floor can be disruptive and weaken the floor structure when weight is already a
concern. Crucially, the risk of leaks must be mitigated by installing safety measures such
as leak pans, sensors, and other components?>,

Liquid cooling in DCs offers superior efficiency for several reasons. The coolant boasts a significantly
higher heat capacity management than air cooling, requiring less volume and weight of fluid.
Furthermore, the flow is contained within pipes and can be precisely directed, offering an advantage over
air even in self-contained liquid-cooled servers.

A more substantial driver for energy savings across the the complete infrastructure is the ability to
operate at higher temperatures. This enables the water supply to function at or above ambient
temperatures, eliminating the need for mechanical cooling to low temperatures (around 10-15°C).
Additionally, after absorbing server heat, the elevated temperatures (approximately 40-50°C) make it
easier to reject the heat into the atmosphere without resorting to evaporative or mechanical cooling. The
system also benefits from fewer inefficient heat exchanges.

While existing literature does not permit the quantification of saving differences between various liquid
cooling solutions for data centre servers, examples of savings for the servers and for the DC facility are
provided in the following..

In traditional air-cooled servers, a significant portion of the power budget is consumed by on-board fans
that force air over hot components. Direct liquid cooling of these components substantially reduces the
need for high-speed fans, or completely eliminates them in the case of immersion cooling. This can slash
server fan power consumption by up to 80%, directly cutting the energy used by the IT load?®. Although
this energy is partially transferred to the Coolant Distribution Units (CDUs) outside the server, overall
savings remain due to the lower volume of coolant required.

Self-contained liquid-cooled servers can reduce the overall server power demand by 5-8% for 1U% units,
though this benefit decreases for larger 2U servers equipped with bigger heatsinks and fans.

The most significant savings result from displacing traditional air-handling plant equipment. Large,
energy-intensive components such as chillers and Computer Room Air Conditioner (CRAC) or Air Handler
(CRAH) units, which can consume up to 40% of a data centre’s total energy, can be significantly

25 OCP: Leak Detection and Intervention White Paper - Vertiv, accessed on September 9, 2025,
https://www.vertiv.com/498ec3/globalassets/documents/white-
papers/acs cold plate leak detection and intervention white paper 329948 0.pdf

26 https://www.vertiv.com/en-emea/about/news-and-insights/articles/blog-posts/quantifying-data-center-pue-when-introducing-liquid-
cooling/

271U and 2U refer to the standard server heights in terms of ‘rack Units’. 1 rack unit is 44.5mm tall.

28 https://journal.uptimeinstitute.com/self-contained-liquid-cooling-the-low-friction-option/
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downsized or removed entirely. This is achievable specifically with the use LTL-CDUs. Industry analysis
suggests liquid cooling can reduce cooling-related energy costs by 30-40%, and yield overall data centre
energy savings between 10% and 21%%°.

In mixed environments utilizing both air cooling and DLC with LTL CDUs, the savings will depend on the
proportion of servers that are liquid-cooled and the corresponding extent to which the Facility Water
System (FWS) supply temperature can be raised. A Vertiv study®’ found that when approximately 75% of
the ICT load was liquid-cooled, the total data centre energy consumption fell by 10.2%.

Maximizing the efficiency of both air and liquid cooling systems, and delivering the majority of the heat
at a higher temperature, is achievable by using separate liquid cooling loops for the air-cooled and liquid-
cooled components, rather than mixing them and compromising the facility water system's efficiency.
Installing separate loops, however, requires a 'fit-out' or major retrofit of a data centre and is not a simple
modification.

However, it should be noted that DCs may choose to operate liquid cooling at temperatures below the
optimal efficiency levels. When considering the overall profitability of an Al service provided by a data
centre, the operation of the server is very expensive and will not be as cost effective to operate after a
few years due to rapid hardware efficiency improvements. As a result, operating the server at the
maximum possible power and performance levels, maximises revenue from its limited commercial
lifespan. This generates even more heat and can only be achieved with more powerful cooling, i.e. lower
liquid cooling supply temperatures. Feedback from stakeholders interviewed supported that maximising
return from the IT and DC investment is the most important consideration that determines what
temperatures the liquid cooling will operate at.

The shift to liquid cooling fundamentally challenges the suitability of existing data centre efficiency
metrics, notably Power Usage Effectiveness (PUE) as a performance indicator.

PUE, calculated as the ratio of total facility energy to the IT equipment energy, was developed considering
mostly air-cooled environments. It aims to measure the efficiency of the support infrastructure (cooling,
lighting, power distribution) relative to the IT load. However, liquid cooling impacts both the numerator
and the denominator of the PUE equation (total facility energy / IT equipment energy) meaning that there
might be cases, where PUE is unchanged even though the DC energy consumption is reduced:

* Numerator: It reduces facility energy by displacing inefficient chillers and air handlers.
¢ Denominator: It reduces the IT load by lowering server fan power.

To more accurately capture the benefits of liquid cooling, alternative metrics should be considered. At
the same time, PUE should be maintained for continuity and benchmarking, as it remains widely used
and understood across the sector. In liquid-cooled environments, however, it should be complemented
by additional indicators, or by a standardised adjustment approach, to better reflect system-level
performance and the reduction in IT overhead:

2 https://introl.com/blog/liquid-cooling-gpu-data-centers-50kw-thermal-limits-guide

30 https://www.vertiv.com/en-emea/about/news-and-insights/articles/blog-posts/quantifying-data-center-pue-when-introducing-liquid-
cooling/



Total Usage Effectiveness (TUE): TUE refines the denominator to measure efficiency
against the energy delivered only to the computational components (CPUs, GPUs,
memory), explicitly excluding IT overhead like fans, power supplies, and voltage
regulators. A Vertiv case study>! demonstrated that while PUE improved by 3.3%, TUE
showed a much more representative 15.5% improvement, accurately reflecting the
10.2% reduction in total data centre power.

While advanced baseboard management controllers (BMCs) could technically measure
fan and power supply losses, a more immediate solution would be to apply a fixed
adjustment to PUE, based on the server cooling system (ie. air, Direct-to-Chip,
immersion).

Energy Reuse Factor (ERF): ERF measures the heat that is reused. A key limitation is the
dependency on the defined system boundary. For low-grade heat requiring energy-
intensive heat pumps, the energy consumption for the pumps is only reflected in the
ERF if they fall within the data centre boundary and not with the heat off-taker. Liquid
cooling enables higher-grade heat recovery, often eliminating this need, but the current
ERF may not fully capture that advantage. A metric that accounts for both the quantity
and grade of heat would better reflect the benefits of liquid cooling.

A practical constraint on the use of improved metrics is the limited availability of submetering and the
inconsistency of benchmarking practices across facilities. Even where advanced cooling technologies are
deployed, the absence of standardised measurement and verification limits the ability to quantify actual
performance improvements. Strengthening data collection, submetering, and benchmarking frameworks
should therefore be considered alongside metric development.

PUE and ERF are generally applicable but fail to fully capture the system-level energy savings effects from
adopting liquid cooling. These limitations are amplified as liquid cooling occupies a greater proportion of
data centre space and equipment highlighting the need to update metrics.

31 https://www.vertiv.com/en-emea/about/news-and-insights/articles/blog-posts/quantifying-data-center-pue-when-introducing-liquid-

cooling/



Data centre waste heat reuse remains underutilised, despite the significant potential of available heat.
The adoption of liquid cooling technology could facilitate higher power density (kW per rack) and yield
higher-grade heat. These advancements would enable the construction of physically smaller data centres,
allowing for closer proximity to the heat demand and producing heat at a more suitable temperature for
a broader spectrum of potential heat off-takers.

The traditional primary off-taker of waste heat from data centres is the district heating sector though
other usages could be relevant, see below. In regions with established district heating (e.g. much of
Northern and Central Europe, parts of China, some cities in North America), data centre waste heat is
again primarily used for building heating via district heating networks. In regions without widespread
district heating, the dominant use case is local building or campus heating, where data centre heat is
delivered to adjacent residential, commercial or institutional developments through dedicated
small-scale heat networks.

Globally, the use of data centre waste heat for industrial process heat has been relatively limited. This is
mainly because typical data centre waste heat is low- to medium-temperature, while industrial processes
often require higher temperatures, and suitable industrial loads are not always located close to the data
centres.

However, the industry can in fact very well make extensive use of DC waste heat, since a large share of
its energy consumption is below 100 °C. In fact, utilizing low-temperature heat is a major part of the
whole idea of electrification — taking place in many parts of the world, where specifically converting low-
temperature processes to electricity-based technologies, for example heat pumps, where the heating is
done via water-based systems or by condensation directly into an airstream, for instance. Producing
district heating from data centers is also a form of electrification and fits into the same concept, just on
a larger scale. The advantage of being able to connect the industry is having a large and continuous heat
consumption, which can support the business case for carrying out heat recovery.

Temperatures from data centres are stable, but not very high in traditionally air-cooled data centres.
State-of-the-art heat pump technology can easily produce up to 90-95 °C using surplus heat from DCs,
which could cover a large share of the industrial heat demand in the food, brewery, and pharmaceutical
sectors. This would also require modifications to their utility systems because these processes are relying
on heat from steam. Using hot water would need converting the systems from steam to hot water. E.g.
this is what the dairy company Arla is doing for their production plants converting their steam consumers
to hot water produced with heat pumps using waste heat from their refrigeration plants. If using liquid
server cooling , the heat pumps can be of lower capacity and using less energy, due to the higher
temperatures of the heat source.

This can be undermined if the distance between consumer and source is too large, causing the pipework
to become far too expensive compared to the savings achieved. However, in areas with a lot of industry,
available capacity in the electricity grid, and room for a data center, there will presumably be huge
potential.

There are also large potentials in agricultural greenhouses, creating opportunities for synergies in places
where there is no economically viable heat for growing vegetables. One example is the data centre
company atNorth establishing a 250 MW data center in Varde, Denmark. The plan is that the data center



should deliver 40 MW of excess heat to a greenhouse project, where vegetables will be grown year-round
using the heat from the data center.

As a result, there are a broad range of practical applications of waste heat reuse from data centre for
heating buildings via district heating and local heat networks, and for industrial and agricultural purposes.
The limiting factors are mainly the distances between data centres and the heat off-takes and the capital
expenses involved in additional equipment, pipelines and establishing the agreements.

Most operational and high-profile projects in countries such as Denmark, Sweden, Finland, Germany, the
Netherlands and France involve a data centre supplying low- to medium-temperature heat via heat
exchangers (and often heat pumps), into a municipal or utility-operated district heating network, which
then distributes this heat mainly to residential and commercial buildings for space heating and domestic
hot water.

From the data centre’s perspective, the direct counterpart is typically a district heating utility, local heat
network operator and the industrial or agricultural enterprise.

The efficiency of liquid cooling is maximized when a dedicated water loop is used, as hybrid systems
(combined liquid and air cooling) must still operate at the lower temperatures required for air cooling.
With a dedicated liquid cooling FWS, the heat grade can vary depending on the technology, with two-
phase (water and vapour) systems generally offering higher temperatures.

Computer chip life is significantly prolonged below 70°C, a temperature below which its operational
lifespan typically exceeds its technological relevance. However, rapid aging and potential operational
instability occur above 85-90°C, leading chips to throttle power reducing the performance. In some cases,
data centres may choose to operate in the 70-85°C range to balance immediate performance with
equipment lifetime. This range defines the upper temperature limit for any cooling system. In practice,
operators leave a margin, and the temperature drop across the heat exchangers (cold plate, CDU, and
data centre boundary) means the system's supply temperature will be lower than the CPU limit in systems
without heat pumps.

The potential for heat reuse depends on the type of cooling system:

¢ Liquid to Air (LTA) CDU: For heat reuse, this is fundamentally the same as standard air-
cooled data centres.

e Liquid to Liquid (LTL) CDU: The heat grade and total heat available depend on whether
the facility water system is combined with air cooling at the exhaust point.



The specific characteristics of the major liquid cooling technologies are:

Direct-to-Chip (DTC): This method produces high-grade heat, with liquid outlet
temperatures typically ranging from 45°C3? to 60°C*3. Two-phase DTC can achieve even
higher and more stable temperatures, up to 70°C. However, DTC is a hybrid solution,
capturing only 70-75% of the server heat in the high-grade liquid stream. The remaining
25-30% is rejected into the air as low-grade heat, resulting in a "dual-grade" output that
complicates heat recovery design.

Immersion Cooling: Immersion systems capture almost 100% of the IT heat load into a
single liquid medium, solving the dual-grade problem. Single-phase immersion typically
yields medium-to-high grade heat (around 55°C). Two-phase immersion is isothermal,
providing a constant, reliable stream of high-grade heat at the fluid's boiling point (e.g.,
50-60°C).

Rear-Door Heat Exchangers (RDHx): Primarily an air management tool to neutralize a
rack's thermal impact on the data hall, RDHx produces low-to-medium grade heat.
Typical outlet water temperatures are between 25°C and 45°C. This thermal output is
generally insufficient for high-value direct use, meaning an ambitious heat reuse
strategy based on RDHx will almost always necessitate a heat pump for temperature
upgrading.

Table 3 summarises the differences in heat grade for the different liquid cooling technologies.

Technology

Typical outlet temperature _
Heat grade Key heat reuse characteristic

range

Direct-to-Chip
(DTC)

Hybrid output: captures 70-75% of

High-grade . - .
heat as high-grade liquid, with the

High-grade stream: 45°C to
70°C (up to 70°C for two-
phase)

(Liquid stream) .
dl q remaining 25—-30% released as low-
and low-grade
(air st & ) grade air heat (a "dual-grade"
air stream

output).

Immersion
Cooling

Single-phase: Around 55°C
Captures almost 100% of the IT heat

(Medium-to-high grade); . . L
load into a single liquid stream,

Two-phase: 50°C to 60°C
(Constant, High Grade)

High-grade
eliminating the dual-grade problem.

Rear-Door Heat
Exchangers
(RDHXx)

Thermal output is generally
Low-to-Medium insufficient for high-value direct
25°Cto 45°C

grade reuse and often requires a heat pump

for temperature upgrade.

32 Heat recovery | Alfa Laval, accessed on September 10, 2025, https://www.alfalaval.us/industries/hvac/data-center-cooling/heat-recovery/

33 https://future-bridge.us/cold-plate-technology-in-data-centers-all-you-need-to-know/



Securing an off-taker for waste heat is often challenging for data centres, as potential partners frequently
require contractually guaranteed heat supply in terms of both temperature and volume. This becomes
particularly problematic in arrangements with a single heat supplier and a single recipient.

Two-phase cooling offers an advantage in that the system temperature is inherently isothermal
(temperature stays the same), determined by the coolant's boiling point. While single-phase cooling
could theoretically regulate temperature by precisely adjusting coolant flow based on CPU load or
temperature, this is generally impractical due to associated cost and operational risks.

Data centre energy consumption, and thus heat production, fluctuates predictably on a diurnal cycle (as
most clients are in the same time zone) and unpredictably in response to demand. Liquid cooling
technologies do not appear to offer a way to mitigate this variability. The lack of guaranteed heat supply
necessitates that off takers install a supplementary heat source or a heat storage solution, incurring
significant capital costs. This reliance on backup systems is a major barrier to the wider adoption of heat
reuse, even when the heat is offered for free. Connecting multiple heat suppliers to a larger network,
such as a district heating system, may be the most effective way to address this challenge.

Perhaps the biggest limitation is the server cooling requirements and warranties (Section 7.1). If Al
servers cannot be warrantied operating at these higher temperatures, then higher heat grades will not
be achieved.

Liquid cooling does not automatically translate into viable heat reuse, despite its ability to deliver higher-
grade heat. This is partly because many current retrofit deployments rely on LTA-CDUs, whereas higher
heat grades and simpler recovery pathways generally depend on LTL-CDUs, ideally integrated with
dedicated cooling loops. More fundamentally, however, the main barriers to heat reuse are often non-
technical, including siting, off-taker availability, contractual arrangements, and the readiness of the
surrounding heat-use ecosystem.

While liquid cooling, and especially two-phase systems, can supply heat at a higher, more stable
temperature (45 °C — 70 °C) than single-phase, the performance difference is narrow due to continuous
technological improvements, coolant choices, system design, and operating ranges. Significant increases
in output temperature are not expected due to silicon chip temperature limits. Consequently, the choice
between single or two-phase coolant is a low priority, provided a useful heat grade is achieved.

However, heat recovery remains challenging. Higher-grade heat is a necessary but not sufficient
condition for widespread reuse. The following hurdles must also be addressed:

e Off-taker availability and proximity: Data centres must be located near viable heat
consumers of sufficient size to make the heat reuse feasible (mainly district heating
networks, but also industrial processes and agricultural facilities). Many existing data
centres are not sited with heat reuse in mind. Especially hyper-scale data centres require
large heat off-takers.

e Demand-supply mismatch: Data centre heat output fluctuates with IT load and follows
diurnal patterns, while heat consumers (particularly district heating) have seasonal
demand profiles. Bridging this gap requires supplementary heat sources or thermal
storage on the consumer’s side, adding significant capital cost. Furthermore, for larger
data centres, the local heat demand may be lower than the available waste heat. Even



when technical integration is feasible, the district heating company may not be able to
absorb all the heat produced, especially in milder weather or in smaller cities with
limited connected load. In colder climates, it may still be feasible to reuse heat if the
heating season is e.g seven to nine months of the year.

e Contractual and commercial barriers: Off-takers typically require guaranteed minimum
heat supply (both temperature and volume) under long-term contracts. Data centre
operators are often reluctant to commit to supply guarantees, particularly given the
pace of IT hardware refresh cycles. This may especially be challenging for co-location
data centres, where customers are often being replaced with time in-between one
customer leaving and a new comes in.

e Capital cost of dedicated cooling loops: Achieving the highest heat grade in hybrid
liquid/air environments requires separate LTL cooling loops for liquid-cooled and air-
cooled components. This dual-loop infrastructure adds significant CapEx that may not
be justified unless a viable heat off-taker is already in place.

e Absence of supportive policy frameworks: In many jurisdictions, there are no
requirements or incentives for data centres to make waste heat available, and no
mechanisms to connect data centre heat supply with local heat demand. In EU, the
Energy Efficiency Directive requires new or substantially refurbished data centres with a
total rated energy input above 1 MW to carry out a cost-benefit analysis on the
utilisation of waste heat, including its potential use in district heating systems. The
analysis must demonstrate the technical feasibility and economic viability of heat
recovery, and if waste heat is not utilised, this must be justified on technical or economic
grounds.

Therefore, while liquid cooling enables the delivery of higher-grade waste heat, it is often not a complete
solution for heat reuse on its own. Realising the potential requires complementary action: appropriate
site selection, off-taker infrastructure, demand-matching mechanisms, commercial agreements, and
supportive policy frameworks. Any policy requirements that impose additional capital costs on data
centres (such as mandating dual cooling loops) should be calibrated against the readiness of the
downstream heat reuse ecosystem to utilise the heat produced



The adoption of liquid cooling technology in data centres is heavily dependent on the facility's current
lifecycle stage, resulting in distinct technology choices.

Operators of existing brownfield sites prioritize maximizing the value and extending the life of their
existing air-cooled infrastructure. Since a complete overhaul is often impractical and very expensive, they
opt for minimally disruptive solutions. This includes Rear Door Heat Exchangers (RDHx) for targeted
upgrades or Direct-to-Chip (DTC) systems using Liquid-to-Air Coolant Distribution Units (LTA-CDUs),
which integrate smoothly into current rack layouts. Their decisions are driven by asset maximization and
operational continuity. Liquid cooling here is often a necessary response to rising density requirements,
rather than a proactive choice.

Developers of new greenfield sites focus on future-proofing for the highest possible compute density,
aiming to attract lucrative Al and High-Performance Computing (HPC) clients. They can design the entire
facility around the most advanced and flexible cooling options from the ground up. Their choices are
motivated by maximizing future revenue potential per square foot.

Selected new facilities such as atNorth ( ) with data centres in the Nordics
accomodates Direct Liquid Cooling (DLC) technology, providing dense, concentrated cooling to targeted
areas to support HPC and Al workloads in an energy efficient way.

This fundamental split between brownfield pragmatism and greenfield ambition is the primary driver of
technology adoption differences across the industry.

The colocation (colo) industry is diverse, with varied operating and financing models influencing the
willingness of providers to invest in and customize data centres (DCs) for liquid cooling. The technical
readiness of existing DCs to support this technology also differs. A common, operator-friendly solution is
to permit the use of rack-level Liquid-to-Air Coolant Distribution Units (LTA-CDUs), provided all pipework
is contained within the rack34. This approach typically requires minimal changes from the colo operator.
There is a growing trend toward supporting both Rear Door Heat Exchangers (RDHx) and Direct Liquid
Cooling (DLC) through a Liquid-to-Cage model that allows tenants to connect directly into the Facility
water system (FWS). The division of responsibilities is clearly defined at the isolation valve or Coolant
Distribution Unit (CDU) located at the edge of the tenant's cage:

e Provider responsibility: To deliver the fluid to the demarcation point, guaranteeing a
specific flow rate, temperature, and pressure.

¢ Tenant responsibility: To manage the "secondary loop" within the rack, which includes
the manifold, hoses, and cold plates on the chips.

34 https://docs.equinix.com/colocation/about/colo-cooling-intro/
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The ownership of the cooling equipment can vary: some providers offer a "Facilities-Owned Stack,"
managing the CDU, while hyperscalers often prefer an "IT-Owned Stack," supplying their own CDUs and
requiring only a water tap from the provider.

Managing the risks associated with liquid cooling relies on clear "swim lane" definitions and shared
visibility. A key risk is the "blind spot," where an alarm on a tenant's CDU (an IT asset) is not seen by the
facilities team, or a pressure drop in the main loop (a facility issue) is not visible to the tenant. Solutions
include integrating CDU metrics into the facility's Data Centre Infrastructure Management (DCIM) system,
ensuring both parties are instantly aware of leaks or thermal excursions. Physical risk mitigation includes
the use of containment trays, leak detection sensors along all piping, and automatic shut-off valves linked
to pressure sensors.

The traditional billing structure based on power (kW) and space (square meters) is adapting to
accommodate liquid cooling:

¢ High-Density Premiums: Providers are establishing dedicated "High-Density Zones" with
the necessary reinforced floors and plumbing. These "Al-ready" suites command a
premium.

e Metric Shifts: Contracts are evolving to include Service Level Agreements (SLAs) based
on supply temperature and flow rate (liters per minute), moving beyond mere air
temperature guarantees.

e Cost Recovery: The higher upfront capital expenditure (CapEx) for plumbing is justified
by the ability to significantly increase the power density within a smaller footprint,
thereby increasing revenue per square meter (densification).

The degree of liquid cooling readiness among colocation providers varies significantly. The largest global
providers (such as Equinix, Digital Realty, and CyrusOne) have begun offering liquid cooling options at
selected facilities, though these typically represent a small proportion of their total portfolio. Many have
established design standards for “liquid-ready” facilities that include pre-installed pipework risers,
reinforced floors, and isolation valves at cage boundaries, enabling future tenant connections without
major facility disruption.

However, the majority of the global colocation inventory — particularly smaller and older facilities —
lacks the physical infrastructure (reinforced flooring, overhead pipework routing, adequate water supply
capacity) to support liquid cooling without substantial retrofit investment. For these facilities, the LTA-
CDU approach (containing all liquid within the rack) remains the only practical option, as it requires no
facility-level changes.

A key operational challenge specific to colocation is the multi-tenant environment. Unlike a single-
operator hyperscale facility, a colocation data centre must accommodate tenants with differing cooling
requirements within the same building. This necessitates flexible zoning, clear metering and billing
arrangements for coolant supply (including water flow rates, return temperatures, and water quality
standards), and robust procedures for managing shared infrastructure risks. Providers report that the
contractual and operational complexity of liquid cooling in a multi-tenant environment remains one of
the most significant barriers to broader co-location adoption.



Liquid cooling presents a complex but potentially advantageous economic case when compared to
traditional air-cooled data centres, affecting both Capital Expenditure (CapEx) and Operational
Expenditure (OpEx).

While the initial CapEx for a liquid-cooled facility is generally higher due to the specialised
infrastructure—plumbing, CDUs, manifolds, and cold plates, this cost can be offset for new DCs.

e Cost offsets: Depending on the climate, the need for costly CRAHs, mechanical chillers,
and evaporative cooling may be eliminated or significantly reduced. Furthermore, CapEx
for waste heat reuse is lower because expensive heat pumps are not required to elevate
the waste heat temperature. However, the current reality is that new data centres are
designed to be flexible. Discussion with Joshua Taylor, CyrusOne explained that to
provide the flexibility required, the data centre is designed with mechanical chiller and
cooling capable of managing about 70% of the heat load. An additional FWS loop and
cooling system is not used because it would increase costs further and cannot be
justified when the difference in temperature between air and liquid cooling (see Section
7.1) are not high enough as a result of server warranties.

¢ Densification Benefit: The most significant CapEx advantage comes from increased
compute density, which allows for a smaller building footprint. In high-value real estate
markets, this reduction in land, concrete, and shell construction can lower the overall
"CapEx per MW" compared to air cooling. For example, one analysis found a 10%
reduction in DC CapEx for the same power when rack density doubled from 10kW (air-
cooled) to 20kW (liquid-cooled)®.

5.3.2

Effective liquid cooling systems can achieve a substantial reduction in cooling energy, typically 20-40%
lower than air cooling. The reduced need for high-power heat pumps also decreases the OpEx associated
with heat reuse, though this is harder to quantify precisely.

When retrofitting existing air-cooled data centres, capital offset and densification do not apply. Liquid
cooling becomes economical when rack density surpasses 20 kW (see Section 3.1.1). At this density, air-
cooled systems require massive and costly air handlers and ductwork. The significant OpEx savings from
liquid cooling (20-40% reduction in cooling power) can typically recoup the investment within 2-4 years.

However, data centre lifespans often range from 10 to 20 years between major retrofits, which is long
compared to the required 2-4 year payback period. This short payback requirement reflects high internal
discounting rates used by operators, which may lead to missing out on significant lifetime energy savings.

When societal discounting rates are applied, and the full lifespan is considered, liquid cooling is likely
economical for heat densities well below 20 kW per rack. Including the societal benefits of heat reuse
would further strengthen this economic case. It should be noted that datacentres construction now costs
around $10 million per MW of power. Industry stakeholders noted that a single large data centres
investment is now measured in USD billions, which does not include the IT equipment. The broad figures
presented are unlikely to be an adequate basis for policy making when such large investments are

35 https://blog.se.com/datacenter/architecture/2020/02/24/liquid-vs-air-cooling-which-is-the-capex-winner/



involved and policy makers should therefore consider investigating the economics further to quantify the
potential cost-benefit of intervention.



The adoption of liquid cooling technologies within the data centre sector is an emerging trend, with
recent surveys indicating a growing, yet still limited, current deployment coupled with a significant
potential for expansion. According to the Uptime Institute's 2025 survey®®, approximately 22% of data
centres reported utilizing some form of direct liquid cooling (DTC or immersion). This figure is similar to
overall adoption in the 2024 survey®’, suggesting the market is at an inflection point. Critically, 61% of
respondents indicated they are actively considering the implementation of liquid cooling, highlighting a
very large potential market.

However, the reported figures show a substantial 48% of the data centres that report using liquid cooling
incorporate it in less than 10% of their total IT racks. This means that while liquid cooling is becoming
more common, its actual use often remains a small fraction of the overall cooling strategy within these
facilities. Furthermore, the adoption of liquid cooling shows a strong correlation with the size of the data
centre. DLC is most commonly found in large data centres, defined as those 20MW or greater, with a
reported adoption rate of 20%. This drops significantly to just 13% for smaller facilities under 5SMW,
suggesting that the economic and operational advantages of DLC are currently most compelling for large-
scale operations or may just be a at higher focus due to more expertise at larger DCs for assessing and
implementing liquid cooling strategies.

6.1.1

DTC s currently the most mature and widely deployed form of advanced liquid cooling, estimated by one
analysis to command 43% of the market by revenue in 2024%*. The primary driver for DTC's market
dominance is its relative ease of retrofit.

The types of DTC systems deployed vary. The Uptime Institute3 found that among those using DTC, 64%
utilized water-cooled systems with 30% reported using dielectric-cooled systems.

6.1.2

Immersion cooling is rapidly gaining traction and represents the fastest-growing segment of the liquid
cooling market. It is projected to achieve a robust Compound Annual Growth Rate (CAGR) of 27.5% by
revenue®’. However, this is from a smaller base. It is increasingly becoming the preferred technology for
new, greenfield data centres that are often purpose-built to host dedicated Al training clusters, large-
scale High-Performance Computing (HPC) systems, and other high-density, mission-critical workloads.

The Uptime Institute®! survey further breaks down immersion adoption:

¢ Single-Phase Immersion Cooling: 26% of data centres utilizing liquid cooling reported
using single-phase immersion.

36 https://intelligence.uptimeinstitute.com/sites/default/files/2025-07/U1%20Field%20181_Data%20center%20cooling.pdf
37 Uptime Institute 2024 Cooling Systems Survey: Direct Liquid Cooling Results

38 https://www.mordorintelligence.com/industry-reports/data-center-liquid-cooling-market

39 Uptime Institute 2024 Cooling Systems Survey: Direct Liquid Cooling Results

0 https://www.mordorintelligence.com/industry-reports/data-center-liquid-cooling-market

41 Uptime Institute 2024 Cooling Systems Survey: Direct Liquid Cooling Results



¢ Two-Phase Immersion Cooling: 13% reported using two-phase immersion.

While a mature technology, no comparable data on the current market share of RDHx was found during
the research period.

This subsection examines the key market drivers and barriers for data centre cooling solutions, drawing
insights from the Uptime 2025 survey*. Central to this analysis is the accelerating trend toward higher
power densities in data centres and its influence on the increasing demand for advanced liquid cooling
technologies. We also investigate the primary factors propelling market demand, such as the rise of Al
applications, and identify the critical supply- and demand-side hurdles that could impede market growth.

The shift towards liquid cooling is primarily driven by the increasing demands of modern data centres,
specifically the need to support higher rack densities (63%) and more powerful servers (45%). The
industry generally perceives liquid cooling as a necessity for managing heat loads above 20kW, citing
cost-effectiveness (29%), although this threshold is highly variable, ranging from 1-9kW (9%) up to 60kW
or more (8%). Beyond necessity, the secondary, yet significant, benefit is improved energy efficiency
(31%).

The successful implementation of liquid cooling is highly dependent on practical considerations, with
ease of retrofit (46%) and ongoing operating costs (39%) being the most critical factors. Ease of
maintenance (35%) and system redundancy (35%) also play a key role in the decision-making process.
The potential for heat recovery is currently a much lower priority (16%).

The primary obstacles to adoption remain the lack of industry-wide standardisation (39%), high initial
costs (38%), and concerns over long-term reliability (35%). These are compounded by a limited selection
of suitable equipment and vendors (30%), as well as maintenance-related challenges (29%). Notably, a
lack of training was not reported as a significant concern, or may not have been an option in the survey.

Discussion with Sophia Flucker, Technical Director, MiCiM Ltd (providing construction, consultancy &
technical services for data centre & other mission-critical projects across Europe), highlighted the
business and technology uncertainties underlying investments in liquid cooling. While there is great
interest, DC operators are unsure what sort of heat densities will be required in future and therefore
what technology is most suitable. Furthermore, operators do not know how much future demand there
might be and how much liquid cooling capacity to invest in and deploy. Without knowing how much liquid
cooling capacity is being installed, it is also very difficult to estimate average costs. Cooling system
specification are already being changed mid-project necessitating redesign and re-costing. Since DC
infrastructure cannot be easily replaced or altered the risk of a bad investment can be high. Air cooling is
capable of cooling heat densities up to 50kW; for now operating up to the limits of air-cooling may be a
better option than risky capital investments into liquid cooling.

42 https://intelligence.uptimeinstitute.com/sites/default/files/2025-07/U1%20Field%20181_Data%20center%20cooling.pdf



The survey results suggests that liquid cooling is most often adopted primarily out of necessity, with the
capital expenditure (CapEx) versus operational expenditure (OpEx) balance being the deciding factor.
However, significant reservations persist regarding the availability, engineering reliability, and
maintenance of these systems, as well as a lack of standardization. The market remains immature, and
further effort is needed to convince generally risk-averse consumers that it is ready for widespread

adoption. Accelerating adoption could be supported through the development of more case studies and
supportive policies.



Artificial intelligence (Al) hardware generates heat densities that cannot be managed by air cooling,
making liquid cooling a prerequisite rather than a choice. Unlike the broader data centre sector — where
adoption of liquid cooling may require policy encouragement — Al is driving liquid cooling adoption and
innovation through market forces alone. This section examines the technical basis for this connection.

Al workloads depend on clusters of Graphics Processing Units (GPUs) and Tensor Processing Units (TPUs)
operating at sustained high loads. The Thermal Design Power (TDP) of leading Al accelerators has
escalated rapidly, far exceeding the approximately 20 kW per rack threshold at which air cooling becomes
impractical (see Section 3.1.1, Figure 4):

e NVIDIA B200 (2024): TDP of approximately 1,000W per GPU in the HGX configuration,
with the full-specification variant reaching 1,200W*. The GB200 NVL72 rack-scale
system houses 72 GPUs in a liquid-cooled rack consuming approximately 120 kW total®*,

e NVIDIA GB300 NVL72 (2025): The successor platform, with per-GPU TDP of
approximately 1,400W and total rack power consumption increasing further®.

e AMD MI300X (2024): TDP of approximately 750W*. Competing accelerators from
Google (TPU v5p/v6) and custom hyperscaler silicon follow similar thermal trajectories.

At these power levels, liquid cooling is not optional — it is a design requirement. NVIDIA’s GB200 NVL72,
for example, mandates liquid cooling with strict specifications: inlet temperature of 20-25°C and flow
rate of 80 litres per minute*’. To operate any higher would void the (very expensive) Al server warranties
and feedback from a DC operator stated the operators and their customers are not willing to take that
risk. This temperature is significant because it means that mechanical chillers are a practical necessity,
and the avoided investments are not achievable. The major Al chip vendors now design their flagship
products with liquid cooling as the primary or exclusive cooling strategy.

43 NVIDIA Blackwell B200 GPU Architecture, GTC 2024; see also https://wccftech.com/nvidia-fully-enabled-blackwell-b200-gpus-consume-
1200w-completely-different-architecture-from-hopper/

4 NVIDIA GB200 NVL72, https://www.nvidia.com/en-us/data-center/gb200-nvl72/; HPE confirms 132 kW total (115 kW liquid-cooled, 17 kW
air-cooled), https://buy.hpe.com/us/en/Compute/Rack-Scale-System/Nvidia-NVL-System/Nvidia-NVL-System/NVIDIA-GB200-NVL72-by-
HPE/p/1014890104

4> NVIDIA GB300 NVL72, GTC 2025 announcement. Per-GPU TDP of approximately 1,400W, with production commencing Q3 2025.
46 AMD Instinct MI300X Data Sheet, https://www.amd.com/en/products/accelerators/instinct/mi300/mi300x.html

47 Introl (2025), GB200 NVL72 Deployment: Managing 72 GPUs in Liquid-Cooled Racks, https://introl.com/blog/gb200-nvl72-deployment-72-
gpu-liquid-cooled



The cooling implications differ by workload type:

e Training involves sustained, maximum-utilisation computation over days to months,
generating a constant, very high heat output. Training clusters are typically concentrated
in purpose-built, hyperscale facilities and represent the most demanding cooling
requirement.

¢ Inference — running a trained model to generate outputs — is more variable and
increasingly distributed across colocation and edge facilities. Although individual
inference servers generate lower sustained heat, the trend toward more powerful
inference hardware is raising density thresholds in this segment as well.

This distinction matters for cooling strategy. Training facilities can be designed from the outset with
immersion or DTC with LTL-CDUs. Inference deployments, often in existing infrastructure, are more likely
to adopt hybrid solutions (DTC with LTA-CDUs or RDHXx) due to retrofit constraints — making inference a
potentially more relevant target for policy support.

The scale of Al investment is accelerating liquid cooling innovation across several dimensions: chip-level
cooling integration (direct-to-die and microfluidic approaches, as described in Section 2.2.2); rack-scale
system design (NVIDIA’s GB200 NVL72 integrates liquid cooling manifolds as a first-class system
component®); higher-capacity CDUs and advanced dielectric coolants; and standardisation of connectors
and interfaces through organisations such as the Open Compute Project (OCP) and ASHRAE, addressing
a key barrier identified in Section 6.2.2.

Conversely, the availability of effective liquid cooling enables chip designers to push thermal envelopes
further — a reinforcing cycle that is self-sustaining and market-driven.

The IEA’s 2025 Energy and Al report projects that global data centre electricity consumption will more
than double from 415 TWh in 2024 to approximately 945 TWh by 2030, with Al as the most significant
driver®. Al-optimised server electricity demand is projected to grow at approximately 30% per year,
compared to 9% for conventional servers*.

This growth represents both a large opportunity and a significant uncertainty for liquid cooling energy
savings estimates. The rapidly evolving nature of Al hardware, the difficulty in estimating current liquid
cooling penetration within Al facilities, and uncertain deployment timelines make robust quantitative
modelling difficult.

The potential savings from liquid cooling in Al data centres warrant dedicated future analysis to
investigate as better data becomes available. Because the innovation is so high, dedicated Al data centres
offer little to no scope for policy-driven efficiency improvements. As a result, the area of energy savings

48 Data Center Dynamics (2024), Nvidia reveals liquid cooled GB200 NVL72 system with 72 Blackwell GPUs,
https://www.datacenterdynamics.com/en/news/nvidia-announces-liquid-cooled-gb200-nvl72-system-with-72-blackwell-gpus/

4% |EA (2025), Energy and Al, https://www.iea.org/reports/energy-and-ai/executive-summary

S0 |EA (2025), Energy demand from Al, https://www.iea.org/reports/energy-and-ai/energy-demand-from-ai



are limited to Al servers being installed for inference in existing DCs that use LTA-CDUs. Trying to extricate
this figure from an already uncertain forecast requires much better data. This is the primary reason Al
data centres were excluded from the energy savings modelling in Section 8, which focuses on the more
predictable non-Al segment.

Al-driven growth of new data centres with liquid cooling does not require the same kind of policy
intervention as the broader data centre sector. The market is self-correcting: chip designers push thermal
envelopes, operators adopt liquid cooling because they have no alternative, and cooling vendors
innovate to meet demand. This is happening at a pace that outstrips typical policy cycles. Instead, policy
makers may want to consider how to take advantage of this rapid innovation and accelerate its diffusion
through the rest of the DC market. However, this is true of many hyperscale technology developments,
and we are not aware of this being achieved successfully through direct policy intervention. This may
require more dedicated research into industrial policy related to DC technology diffusion.

Policy may most be relevant at quantifying and potentially minimising deployment of Al inference servers
in existing DCs utilizing LTA-CDUs, which anecdotally is significant. There may also be a role at the
margins; ensuring that rapidly built Al data centres are comply with energy reporting frameworks and
efficiency standards, that siting and planning decisions facilitate heat reuse from these high-density
facilities, and that grid and water infrastructure can accommodate the pace of deployment. However,
even factors such as location are governed by the availability of power so the potential for heat re-use
might depend on moving off-takers close to the DC rather than the other way round.



Using the IEA EDA TEM 4 model, global energy savings were modelled based on two scenarios:

1. Realistic savings from the Vertiv study for a major retrofit.

2. Theoretical maximum savings with a PUE of 1.03.

The estimated savings are based on the following key assumptions:

Server type and cooling:

Al Servers: Savings were not calculated for Al servers. This is due to the difficulty in
accurately estimating the current proportion of Al servers using liquid cooling, the
specific systems in use, and forecasting future energy consumption. Any resulting
estimate would have an unacceptably wide margin of error.

Non-Al Servers: It is assumed that no liquid cooling is used in the base case for non-Al
servers.

Small Data Centres: No liquid cooling is assumed in the small data centres across all
scenarios.

Implementation timeline:

e All cooling systems are assumed to be changed without delay for implementation,
allowing savings to be estimated for 2025.

Scenario-specific assumptions:

Scenario 1 (DTC Liquid Cooling with Hybrid Air Cooling): The Facility Water System
(FWS) loop is shared, and increasing the proportion of liquid cooling raises the chilled
water temperature.

Medium Data Centres (68.6% Liquid Cooling): This results in a 3.5% reduction in IT
energy (fans) and an 11% reduction in infrastructure energy.

Hyperscale Data Centres (74.9% Liquid Cooling): This results in a 7% reduction in IT
energy and an 18.1% reduction in infrastructure energy.

Scenario 2 (Immersion Cooling and DC Replacement):

Power Usage Effectiveness (PUE): A PUE of 1.03 is achieved in both medium and
hyperscale data centres through immersion cooling and the replacement of all existing
data centres.

IT Energy Reduction: For simplicity, the IT energy reductions are assumed to be the same
as Scenario 1.



The base case global energy consumption for non-Al data centres is shown in Table 4. Total energy
increases from 178 TWh in 2020 to 207 TWh in 2030.

Small, traditional Medium/large, cloud Hyperscale, cloud
Year DC ICT DC ICT DC ICT Total
Infrastruct Infrastruct Infrastruct
ure ure ure
2020 25.6 20.5 49.7 82.2 2.8 25.9 178.0
2025 25.0 20.0 54.5 133.3 6.8 67.6 232.8
2030 11.0 8.8 51.1 136.1 13.3 140.8 207.0

Notes: DC Infrastructure = cooling systems, power distribution, lighting, and other non-IT facility systems. ICT =
Information and Communications Technology equipment, comprising servers, storage, and networking. Data centre
size categories: Small/Traditional = facilities typically below 5 MW; Medium/Large Cloud = typically 5-20 MW;
Hyperscale Cloud = typically above 20 MW. Al-dedicated data centres are excluded from this analysis due to data
uncertainty — see Section 7 (Artificial Intelligence and Liquid Cooling) for a qualitative discussion. Energy values are
in TWh per annum.

In scenario 1 (Table 5), 22.6 TWh of energy savings are achieved in 2030, or 11% of total energy
consumption. Surprisingly, a larger proportion of the savings are actually achieved in the servers, this is
due to the high efficiency of the infrastructure currently, and also highlights the limitations of PUE in
assessing the benefits of liquid cooling.

Small, traditional Medium/large, cloud Hyperscale, cloud
DC
DC DC
Year ICT ICT Infrastruct ICT Total
Infrastructure Infrastructure
ure
2020 - - - - - - -
2025 - - 6.0 4.6 1.2 4.7 16.6
2030 - - 5.6 4.8 2.4 9.8 22.6

Notes: Savings shown are relative to the base case (Table 4). Scenario assumes DTC liquid cooling with hybrid air
cooling and shared FWS loop. Dashes indicate no liquid cooling assumed for small/traditional data centres. See
Table 4 notes for column definitions.

In scenario 2 (Table 6), the savings are over three times higher than scenario 1, 70.8 TWh in 2030. This
suggests the scenario 1 savings are realistic, but also that higher efficiencies and ambitions could be
targeted.



Small, traditional Medium/large, cloud Hyperscale, cloud
Year DC ICT DC ICT DC ICT Total
infrastructure infrastructure infrastructure
2020 - - - - - - i
2025 - - 4.8 4.7 50.5 4.7 64.7
2030 - - 9.1 4.8 47.0 9.9 70.8

Notes: Savings shown are relative to the base case (Table 4). Scenario assumes immersion cooling with full data
centre replacement achieving PUE 1.03. Dashes indicate no liquid cooling assumed for small/traditional data
centres. See Table 4 notes for column definitions.

Liquid cooling is a viable and cost-effective technology that can significantly increase data centre energy
efficiency and the feasibility of profitable heat reuse. However, current capital expenditure (CapEx) and
operational expenditure (OpEx) decision-making processes often fail to fully account for the long-term
energy and environmental benefits that advanced cooling solutions offer. A reassessment of existing
policy frameworks is therefore warranted.

Any resulting policy interventions should be carefully evaluated to ensure they focus on desired
outcomes — high energy efficiency and high-grade waste heat recovery — while remaining technology-
neutral. Requirements based on objective metrics and waste heat quality can achieve the desired results
without mandating the use of a specific technology, such as liquid cooling.

However, the evidence base for precise policy prescription remains limited. Technology costs are
changing rapidly. The market is immature, with limited deployment data. The economics of retrofit vary
enormously by site and the broad cost figures currently available are not an adequate basis for policy
when individual data centre investments now reach the billions of dollars. And the fastest-growing
segment — Al data centres — is evolving at a pace that makes robust quantitative analysis difficult. Policy
makers should therefore consider investigating the economics further before setting specific targets,
while recognising that the directional case for policy attention is strong.

The shift towards liquid cooling and hybrid environments fundamentally challenges the suitability of
existing data centre efficiency metrics, specifically Power Usage Effectiveness (PUE) and the current
Energy Reuse Factor (ERF).

Because liquid cooling reduces both the numerator (facility energy) and the denominator (IT load, via
reduced fan power) of the PUE equation, the metric systematically understates the efficiency gains
achieved. As liquid cooling penetration grows, this limitation becomes increasingly significant. The IEA 4E
EDNA (2022) study, Metrics for Data Centre Efficiency®?, identified these limitations, and this report’s
findings reinforce that analysis.

51 https://www.iea-4e.org/wp-content/uploads/2022/10/EDNA-Studies-Metrics-for-data-centre-efficiency-Final.pdf



PUE should nevertheless be retained for continuity and comparability, since it remains the most widely
used metric in the sector. As a pragmatic interim solution, it could be complemented by a standardised
adjustment factor, or by supplementary indicators, that better reflect liquid-cooling system performance
without requiring entirely new reporting frameworks. Over time, this should be supported by stronger
submetering, data collection, and benchmarking practices, since limited measurement and verification
currently constrain the practical use of more advanced metrics.

In the medium term, policy makers should consider mandating or promoting:

e Total Usage Effectiveness (TUE): TUE refines the denominator to measure efficiency
exclusively against the energy delivered to the computational components (CPUs, GPUs,
memory), explicitly excluding ‘IT overhead’ like fans and power supplies. This provides a
more representative measure of system improvement. However, TUE requires granular
measurement of IT overhead that depends on Baseboard Management Controller (BMC)
data not yet standardised across server vendors. Policy makers should consider engaging
with standards bodies (ASHRAE, OCP, ISO) to develop standardised BMC data access
protocols as a prerequisite.

e Enhanced Energy Reuse Factor (ERF): The current ERF is limited by its dependency on
the defined system boundary. For low-grade heat, the energy consumed by necessary
heat pumps may fall outside the data centre’s boundary, masking the full environmental
cost. A metric that accounts for both the quantity and the grade (temperature) of
recovered heat would better reflect the true net benefit of liquid cooling.

Where jurisdictions have or are developing data centre reporting requirements (such as the EU Energy
Efficiency Directive, which requires reporting from facilities above 500 kW), ensuring that reporting
captures the cooling system type and configuration would build the evidence base for future metric
development at low cost.

For Al data centres, liquid cooling adoption is market-driven and does not require policy encouragement
(Section 7). The policy challenge lies with the non-Al data centre segment, where the economic case
depends on rack density, facility age, and whether the operator applies private or societal discount rates.

As discussed in Section 5.3, liquid cooling becomes economical at rack densities above approximately 20
kW under the high internal discount rates that operators commonly apply. However, when societal
discount rates are used and the full facility lifespan is considered, liquid cooling is likely economical at
densities well below 20 kW — and including the societal benefits of heat reuse would further strengthen
this case. This gap between private and societal returns is a potential justification for policy intervention,
but quantifying it precisely requires more detailed cost-benefit analysis than the broad figures currently
available.

Potential policies should not explicitly reference liquid cooling technologies. Instead, defining outcomes
would be technology-neutral, enabling innovation and flexibility. Progressive targets for data centre
energy efficiency (e.g., based on TUE, or PUE with an adjustment factor) and for the minimum grade of
waste heat that facilities must make available for reuse would directly encourage the installation of
systems that can meet these thresholds. This is already occurring to some extent globally: PUE targets of
1.2 in China and Singapore are already considered de facto mandates for liquid cooling. The EU Energy
Efficiency Directive mandates data centre energy reporting from facilities above 500 kW. The US



Department of Energy has committed USD 40 million to data centre cooling R&D. These provide useful
precedents for outcome-based approaches.

The market also faces non-economic barriers that may be more amenable to lower-cost policy
interventions. Standardisation remains the most cited barrier (39% of operators), followed by high initial
costs (38%) and concerns over long-term reliability (35%). Effective responses include:

e Supporting the development and dissemination of case studies demonstrating real-
world liquid cooling performance and costs

e Promoting standardisation of liquid cooling components through industry bodies (OCP,
ASHRAE)

e Supporting training and skills development to address workforce gaps
e Updating building regulations that might restrict operating conditions in the data centre

Perhaps the hardest issue to address, and the most significant barrier, is the feasibility of retrofit in many
data centres. It is not clear how to solve issues such as weak floors requiring strengthening, particularly
in a multi-storey building, if CapEx exceeds a new greenfield DC. This could require technical innovation,
R&D and close cooperation with industry to resolve, and may warrant dedicated research support.

Liquid cooling enables the delivery of waste heat at temperatures (45-70°C) that are substantially more
economically viable for external reuse than the low-grade heat from air-cooled facilities (Section 4).
However, as the analysis in this report demonstrates, higher-grade heat is a necessary but not sufficient
condition for widespread reuse. The main barriers identified in Section 4 include higher cooling
temperatures are not warrantied by Al server manufacturers, off-taker proximity, demand-supply
mismatch, contractual complexity, the capital cost of dedicated cooling loops, and the absence of
supportive policy frameworks.

Policy requirements that impose additional capital costs on data centres — such as mandating LTL CDUs
or dual cooling loops to achieve the highest heat grade — should be calibrated against whether the
downstream heat reuse infrastructure is in place to utilise the heat produced. Mandating costly
infrastructure where no off-taker exists would impose costs without achieving benefits.

The most productive near-term policy actions are therefore those that connect data centre heat supply
with local heat demand. These include: requiring new facilities above a certain size to assess heat reuse
feasibility at the planning stage; including data centres in local heat planning processes; and facilitating
contractual frameworks between data centre operators and heat off-takers such as district heating
networks. However, as noted in Section 7, the dominant factor in Al data centre siting is power
availability, which may mean that bringing off-takers to the data centre is more realistic than the reverse.

Liquid cooling adoption in dedicated Al data centres is market-driven. Operators adopt it because their
hardware will not function without it, and the pace of innovation outstrips typical policy cycles. Policy
intervention to encourage liquid cooling adoption in this segment is unnecessary.

However, three areas warrant consideration. First, Al data centres should be explicitly included in energy
reporting requirements. The rapid pace of construction means that significant new energy consumers



may come online without adequate visibility, and ensuring coverage in reporting frameworks provides
the data needed for future policy development.

Second, Al inference servers are increasingly being deployed in existing data centres that may be using
LTA-CDU configurations. While functional, this approach foregoes much of the efficiency gain and heat
reuse potential that liquid cooling systems could offer. The scale of this deployment is anecdotally
significant but not well quantified, and represents an area where information, standards, or incentives
could improve outcomes.

Third, the Al sector is generating rapid innovation in liquid cooling technology. There may be value in
policy that accelerates the diffusion of these innovations into the broader data centre market. However,
as noted in Section 7, we are not aware of this being achieved successfully through direct policy
intervention in this sector. This may require more dedicated research into industrial policy related to DC
technology diffusion.

Several areas identified in this report would benefit from further investigation before detailed policy can
be designed:

e Better cost-benefit analysis of liquid cooling across data centre types, sizes, densities,
and climate zones, using both private and societal discount rates

e Quantification of Al data centre liquid cooling savings, which could not be included in
the energy savings modelling due to data uncertainty but are likely to be significantly
larger than the non-Al estimates

e Standardised measurement methodology for TUE and enhanced ERF, including BMC
data access protocols and international harmonisation of reporting frameworks

e Retrofit feasibility research, focusing on structural engineering solutions, cost-effective
floor strengthening techniques, and approaches to pipework installation in existing
buildings

e Technology diffusion mechanisms for accelerating the transfer of liquid cooling
innovations from Al and hyperscale deployments into the broader data centre market

e Heat reuse ecosystem development, including analysis of contractual models, demand-
matching mechanisms, and the potential role of planning policy in co-locating data
centres with heat off-takers

Liquid cooling is a proven and necessary technology for the data centre sector. DTC, immersion, and RDHx
technologies each offer effective solutions for managing heat densities that exceed the limits of
conventional air cooling. The technology is commercially available and delivers measurable energy
savings: modelling estimates savings of 22.6 to 70.8 TWh per annum by 2030 for non-Al data centres
alone, depending on the ambition of deployment.

However, the industry-standard PUE metric systematically understates these gains because liquid cooling
reduces both the IT load (via lower fan power) and the facility energy simultaneously. Updating efficiency
metrics — through a pragmatic PUE adjustment factor in the near term and TUE adoption in the medium
term — is essential for transparent performance evaluation.



Al is the primary market driver for liquid cooling. With GPU TDPs exceeding 1,000 W, liquid cooling is a
physical requirement for high-density Al deployments, and adoption in this segment is self-correcting.
The policy challenge lies instead with non-Al data centres, where adoption depends on rack density,
facility economics, and operator discount rates. At societal discount rates, liquid cooling is likely
economical at densities well below the commonly cited 20 kW threshold — but quantifying this precisely
requires more detailed cost-benefit analysis than is currently available.

Liquid cooling also enables higher-grade waste heat (45—70°C) that could support district heating and
other applications. However, delivering high-grade heat requires LTL-CDUs and dedicated cooling loops,
while the current market is dominated by lower-cost LTA-CDU retrofits that do not achieve the highest
heat grades. Policy requirements for heat reuse infrastructure should be calibrated against the readiness
of the downstream ecosystem to utilise the heat produced.

Policy interventions should remain outcome-based and technology-neutral, focusing on progressive
efficiency targets, updated metrics, and enabling conditions for heat reuse. Given the scale of investment
involved — with individual data centres now costing billions of dollars — and the significant uncertainties
in technology costs and market evolution, further detailed economic analysis is recommended before
specific policy targets are set.



Direct-to-Chip (DTC) cooling

For Direct-to-Chip (DTC) cooling, the components—including the cooling system and servers—are
sourced from different vendors for the Coolant Distribution Units (CDUs). The DTC providers partner with
major server manufacturers to guarantee compatibility and uphold warranties. Crucially, common fittings
and standards are required to ensure seamless compatibility between the coldplates, rack manifolds, and
CDUs. The installation of the liquid cooling coldplates can be handled by either the server vendors or
third-party specialists. The subsequent table details the key manufacturers and their primary product
offerings.

Manufacturer Cooling Coolant Type Max Supported Notable OEM Partners
Mechanism TDP/Socket (W)
CoolIT Systems Single-Phase Water/Propylene ~1500W+ Dell, HPE, GIGABYTE, Intel
Glycol
ZutaCore Two-Phase Dielectric Refrigerant  2800W+ Dell, Supermicro, Asus, CPI
Accelsius Two-Phase Dielectric Refrigerant  4500W+ ECS (Equus)
Asetek Single-Phase Warm Water/Glycol Not specified Fujitsu (legacy)
Mitsubishi Heavy  Single-Phase Dielectric Refrigerant  ~70kW Dell, HP, Supermicro

Industries (processor load)




Tank based immersion cooling

Manufacturers who specialize in immersion cooling are currently providing immersion baths and cooling
systems. These manufacturers typically partner with major server vendors to ensure bath compatibility
with 'Immersion Ready' servers and adherence to common rack standards. Gigabyte is the sole exception,
offering both servers and immersion solutions, though there is no indication that other vendors intend
to adopt this dual offering.

Manufacture Primary Max cooling Key differentiator Server
r technology capacity compatibility
(kW/rack)
Submer Single-Phase 361 Modular, "plug-and-play" pod 19", 21", OCP
design, ease of deployment
LiquidStack Two-Phase 252 Pioneer in two-phase immersion, All industry-
(also offers highest density claims standard racks
Single-Phase)
GRC Single-Phase 368 Simplicity and reliability, minimal OEM servers
moving parts, low CapEx (via conversion),
immersion-
designed
servers
GIGABYTE Single-Phase  Not specified One-stop-shop for tanks and GIGABYTE
immersion-ready servers immersion-

ready server
portfolio

Enclosed chassis immersion cooling

Data on the market share of enclosed chassis immersion cooling is scarce, reflecting its less common use.
Key manufacturers in this space include Iceotope, iXora, Hypertec, and DCX. Server components for these
systems may be heavily modified versions of standard server models, often developed in partnership
with the chassis manufacturer. Alternatively, the components may be custom-designed for the enclosed
chassis and produced by an Original Design Manufacturer (ODM). While a benefit of general immersion
cooling is the potential to use existing racks, the enclosed chassis approach appears to offer a more
restricted selection of compatible server hardware.



CDUs and large infrastructure

Due to their reliance on sophisticated thermal and fluid dynamics for high reliability, CDUs are substantial
pieces of mechanical cooling equipment. Consequently, the market for CDUs is dominated by major
industrial and HVAC manufacturers. These companies, including Vertiv, Schneider Electric, and Motivair,

leverage their established expertise and reputation to serve the liquid cooling sector.

Technology Cooling Energy Retrofit Primary use Relative Key Key
mechanism saving feasibility case CapEx advantage | consideratio
potential n
RDHx Air-to-liquid | Moderate Very High Upgrading | Low Minimally Active
(Passive/ heat existing air- disruptive; | models add
Active) exchange at cooled racks, no server fan power;
rack rear managing modification | capacity
hotspots, required limited by
hybrid airflow
deployments
DTC (Single- | Liquid- High High High-density | Medium Mature, Hybrid
Phase) cooled cold retrofits, reliable system;
plates on hot new builds technology; |requires
components with leverages room-level
standard existing air cooling
server form hydronic for residual
factors expertise heat
DTC (Two- |Phase- Very High High Extreme- Medium- Highest heat | Newer
Phase) change density High flux removal | technology;
(boiling) at Al/HPC in at the chip; |requires
the chip new or excellent specialised
surface retrofitted heat reuse | dielectric
facilities potential fluids and
handling
Immersion | Full Very High Low New High Excellent Requires
(Single- submersion greenfield thermal major facility
Phase) of servers in builds for stability for |and
pumped extreme all hardware
dielectric density components;| changes;
fluid HPC/Al; eliminates | fluid
simplified server fans | management
server design
Immersion | Full Highest Very Low New Very High Highest rack | Most
(Two-Phase) | submersion greenfield density and | complex;
with passive builds for cooling expensive
boiling/ specialised, efficiency fluids;
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