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Abstract  
This report assesses the flexibility potential of data centres and analyses challenges and opportunities 
for using that potential. The report looks at different flexibility needs: market-serving flexibility to 
balance supply and demand; grid-serving flexibility to manage power system bottleneck; and system-
serving flexibility to maintain power system stability. It assesses strategies available to data centres: 
enabling workload flexibility; utilising supporting infrastructure; and integration of additional flexibility 
assets. The report indicates that useful potentials of data centre flexibility exist, but that the 
deployment of data centre flexibility is limited by operational and economic barriers, which vary across 
different data centre types. A suit of policy options is suggested covering market design, options within 
sustainable product policy; and the link between renewable procurement and flexibility. 
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Summary 
The main aim of this report is to understand the flexibility potential of data centres as well as 
challenges and opportunities for using that potential. Flexibility is a key requirement in any power 
system to match generation and consumption. Data centres worldwide will double their electricity 
consumption between 2025 and 2030. In some regions, this will place a considerable strain on the 
electricity system and typically requires grid expansion and additional generation capacity. 

• Market-serving flexibility is about balancing supply and demand. 
• Grid-serving flexibility is about managing power grid bottlenecks. As an alternative, power 

grids can be expanded. 
• System-serving flexibility is about maintaining stable power system operation in real-time. 

Three main strategies can be distinguished for enabling data centre flexibility and provide these 
flexibility functions: 

• Enabling workload flexibility.  
• Utilising supporting infrastructure.  
• Integration of additional flexibility assets. 

Practical deployment is limited by a set of operational and economic barriers. These barriers determine 
the flexibility potential that a data centre can realistically deliver to the electricity system. Data centre 
types have a significant impact on barriers. Main barriers include service level agreements, opportunity 
costs as well as investment requirements. 

The following table provides an overview on the main potentials by flexibility strategy and data centre 
type. 

Usable flexibility potential across all three flexibility strategies 

Usable flexibility 
potential 

Enterprise Colocation Hyperscale 
AI/HPC Data 
Centres 

Enabling workload 
flexibility 

Low,  
retrofitting cost 

Low to moderate,  
SLA and tenant 
constrained 

Moderate to high, 
workload- 
dependent 

Low to moderate,  
very high 
opportunity costs, 
but shiftable 

Utilising supporting 
infrastructure 

Low,  
limited surplus and 
legacy integration 

Low to moderate, 
SLA and tenant 
constrained 

Moderate,  
UPS redundancy and 
multi-site allow use 

Low, 
constrained by 
existing 
infrastructure 

Integrating 
additional assets 

Moderate to high Moderate to high Moderate to high Moderate to high 

Source: Oeko-Institut 
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In terms of policy options, we highlight the following: 

• A functioning liberalised and competitive electricity market is a powerful approach to 
integrate a range of different flexibility options. Specific governance mechanisms are needed 
to remove barriers for flexibility on the demand-side and provide appropriate incentives, e.g. 
dynamic tariffs, network tariff, or flexible connection agreements that enable flexibility. 

• Individual consumers can also be required to procure electricity from renewable energy 
sources or there can be a voluntary market for RES. Both can have implications for flexibility if 
consumption needs to be aligned with a specific generation profile. Example: ongoing review 
of the Greenhouse Gas Protocol with rules based on hourly and regional matching. 

• Product policy instruments can in principle also be applied to promote flexibility in data 
centres, such as legally binding minimum requirements, the development of standards, 
information obligations, voluntary codes of conduct, eco-labelling and public procurement 
requirements for particularly environmentally friendly or otherwise beneficial products and 
services. 

 

 

  



 

 

 

P a g e  | 8 

1. Introduction 
EDNA, the Efficient, Demand Flexible Networked Appliances platform of the 4E Technology 
Collaboration Programme (TCP) of the International Energy Agency, has commissioned this study on 
data centres and flexibility to examine the potential for data centres to provide flexibility to the 
electricity system.  

The main aim of this report is to understand the flexibility potential of data centres as well as 
challenges and opportunities for using that potential. Interest also lies in how flexibility potentials vary 
between different data centre types and workloads, and in identifying the key drivers. The objective is 
not to derive a single "overall flexibility figure". 

Data centres worldwide will double their electricity consumption between 2025 and 2030 (Kamiya; 
Gröger et al. 2025). In some regions, this will place a considerable strain on the electricity system and 
typically requires grid expansion and additional generation capacity. This is happening against the 
backdrop of electricity generation increasingly being based on renewable energies such as wind and 
solar power. They have variable and uncertain generation capacities, which can lead to electricity 
surpluses at certain times of the day, but also to electricity shortages.  

Making the energy consumption of data centres more flexible is therefore seen as an opportunity to 
reduce the environmental impact of fossil fuel-based energy generation on the one hand, and to make 
an active contribution to the conversion of energy generation infrastructures to renewable energies 
on the other hand. 

Overall, data centres are not just a major driver for power demand but can also make a relevant 
contribution to providing flexibility in power systems. How the flexibility potential of data centres 
compares to other (new) consumers’ flexibility and flexibility options in general is beyond the scope of 
this study, as is the question in which order these options should or will be used. 

This report focuses on flexibility of data centres. There is also the role of data centres and AI in 
exploiting flexibility from other consumers and generally better operation of the power system. 

Besides flexibility of energy use in data centres, their energy efficiency is also highly relevant. There 
can be trade-offs between these two objectives (Bauknecht et al. 2021), as the power consumption of 
data centres sets the theoretical maximum for flexibility and increasing the efficiency of data centres 
can reduce their available flexibility.  

In terms of methodology, the report is based on a literature review, including literature on existing 
flexibility case studies, the authors’ expert knowledge related to power systems and data centres as 
well as interviews with a few stakeholders1  to check if important issues have been missed. Two draft 
versions were reviewed by EDNA. This approach has been used to provide an overview on key issues 
and qualitative assessment of flexibility potentials. 

Both the technically available potential (Section 2) and various challenges and opportunities (Section 
3) for using the available technical potential are examined. These challenges determine the share of 
technical potential that can be realised in practice. This share is introduced in Section 4 as usable 
flexibility potential. Section 4 then summarises the main flexibility potentials and presents policy 
recommendations for policy makers.  

 
1  This includes a technology provider, a sustainable IT expert, as well as data centre operators of different sizes.  
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2. Available technical potential for data centres to provide flexibility  

As a first step, this study analyses the technically available flexibility potential of data centres. This 
refers to the portion of flexibility that is technically feasible to implement without materially 
compromising the primary function or operational integrity of the underlying assets. 

In Section 2.1, a general understanding of flexibility is described – what it is, why it is needed and how 
it can be assessed. This is followed by an overview of key data centre characteristics and infrastructure 
elements relevant to flexibility potentials in Section 2.2. Next, data centres and their potential to 
provide flexibility are analysed by investigating the generic flexibility potential of different asset types 
(Section 2.3). Section 2.4 then highlights certain trends and expected future developments that might 
affect flexibility. 

2.1 General understanding of flexibility 

Flexibility is a key requirement in any power system to match generation and consumption. According 
to the IEA, power system flexibility is defined “as the ability of a power system to reliably and cost-
effectively manage the variability and uncertainty of supply and demand across all relevant timescales” 
(IEA 2024).  

Traditionally, flexibility has been mainly provided by conventional power plants as well as pumped 
water storage plants. More recent flexibility options include battery storage and flexibility on the 
demand-side. 

When there is a production shortfall, flexibility options like generators or batteries can increase power 
supply. Alternatively, power demand can be reduced. When there is overproduction, flexibility options 
on the supply side can be ramped down, or demand can be increased.  

Within this general understanding, we distinguish three different functions of flexibility, which are 
explained in more detail in section 3.2. 

• Market-serving flexibility is about balancing supply and demand 
• Grid-serving flexibility is about managing power grid bottlenecks. As an alternative, power 

grids can be expanded. 
• System-serving flexibility is about maintaining stable power system operation in real-time. 

With the increasing share of variable RES-E from wind and solar additional capacity that can provide 
flexibility is needed. First, because their generation characteristics require more flexibility, and second 
because they replace conventional power plants that have so far provided flexibility. This typically 
applies to all three flexibility functions. 

Flexibility can be characterised by the following parameters: 

1. Potential Capacity: The amount of power an asset can modulate relative to its baseline load. 

2. Duration: The time over which an asset can sustain operation deviating from its standard 
operating conditions. 

3. Response Time: The technical time required for an asset to adjust its power profile following 
a flexibility activation signal. 
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4. Availability: The fraction of time an asset is technically and operationally capable of delivering 
flexibility when requested. 

5. Recovery time: The period after a flexibility event needed for an asset to be able to deliver 
flexibility again. 

2.2 Data centre infrastructure, electricity consumption and technical 
characteristics 

To assess the technically available flexibility potential in data centres, it is necessary to first examine 
their electricity consumption and the underlying infrastructure that shapes it. Electricity consumption 
is determined by a range of technical and organisational factors. Technical aspects include the 
computing infrastructure itself, as well as supporting infrastructure such as cooling and backup 
systems, and the way this equipment is operated, including server utilisation patterns and efficiency 
measures. Organisational dimensions — particularly data-centre business models and service-level 
requirements — further shape resulting load profiles. Emerging developments, most notably the rapid 
expansion of AI-oriented infrastructure, are increasingly modifying electricity consumption patterns 
and contributing to the emergence of new data-centre types. 

A conceptual distinction must be made between factors that determine the level of electricity 
consumption and those that determine the flexibility of that consumption. While total electricity use 
represents the theoretical upper bound of potential flexibility for assets in the operational 
infrastructure, other options such as additional battery storage can decouple flexibility provision from 
electricity demand. This section focuses primarily on the technical and organisational factors of 
electricity consumption, while their implications for flexibility are introduced where relevant but 
examined in detail in subsequent sections. 
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Figure 1: Typical data centre infrastructure 

 
Source: Ratnayake et al. 2025 

2.2.1 Technical drivers for electricity consumption 

This subsection focuses on the technical factors that drive a data centres electricity consumption. How 
some of these factors affect flexibility will be analysed in detail in Section 2.3. 

Data centre electricity consumption depends most directly on its infrastructure, depicted in Figure 2. 
Servers form the core of data centre operations, constituting the primary computational infrastructure 
along with data-storage and networking equipment. Supporting infrastructure, including cooling 
systems and energy backup systems such as diesel-generators and battery storage systems, ensure 
reliable operation and maintain optimal conditions for the computing infrastructure. Cooling power 
consumption is closely linked to computational workload: lower workloads reduce the heat generated 
by servers and, consequently, the electricity required for cooling.  

Over time, the relative share of electricity consumed by servers versus cooling has shifted, as shown 
on the right in Figure 3. This is primarily due to more efficient hardware and improvements in cooling 
techniques (Coroamă and Hinterholzer 2025). An important efficiency metric in this context is the 
Power Usage Effectiveness (PUE), which measures the ratio of electricity consumption of the whole 
data centre to the energy consumed by the IT load (Maagøe. Viegand 2022). Average PUEs have 
globally reached a value of 1.56 on average with a continuing trend towards more efficient values 
(Donnellan et al. 2024). As PUE improves and a larger share of electricity is consumed by the 
computational infrastructure, the relative significance of server loads within total demand increases 
compared to cooling systems. Figure 3 illustrates the share of electricity consumption of computational 
and supporting infrastructure. On average, servers account for approximately 60% of total power 
demand, while cooling systems represent around 20%. Because servers make up a larger share of total 
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demand, the same reduction in server load produces a larger absolute change of the total electricity 
consumption than an equivalent reduction in cooling load. This changes the composition of total 
electricity demand, increasing the proportion of load associated with computational infrastructure 
that could, in principle, be subject to flexibility measures. 

Figure 2: Total data centre electricity consumption by data centre and equipment type 

 
Source: IEA 2025 

Server racks vary not only in the number of servers they contain but also in their power density, with 
modern accelerated compute racks drawing significantly more power per rack than conventional 
configurations. Most racks that are currently in use fall in the lower to medium range (< 8 kW to around 
8 kW), although newly built data centres increasingly integrate racks with higher densities. The largest 
increases in rack densities are found in High Performance Computing and AI data centres, with some 
racks reaching up to 100 kW or more (Donnellan et al. 2024). Higher server power density requires 
advanced cooling methods, such as liquid or immersion cooling, which not only handle the increased 
heat load but also open opportunities for enhanced technical flexibility, for example through thermal 
storage or greater dynamic workload modulation. 

Figure 3: Share of electricity consumption by data centre and equipment type 

 
Source: IEA 2025 



 

 

 

P a g e  | 13 

The demand for compute largely determines a data centre’s load profile. While some of this demand 
arises from user-interactive tasks, other processes are scheduled independently of user activity. The 
type of workload plays an important role in the potential for technically available flexibility, as certain 
workloads are inherently more flexible than others. A more detailed breakdown of different workload 
types will be given in Section 0. Workloads are also subject to service-level agreements (SLAs) that 
define quality of service (QoS) requirements, which will further be discussed in Section 3.1.1. Server 
utilisation — i.e., the extent to which processors are operating at full capacity — further affects 
electricity consumption since servers consume a substantial amount of energy even when idle 
(powered on but not performing tasks). Utilisation also sets an upper boundary for how much 
computational load could be used for flexible operation, further elaborated in Section 0.   

2.2.2 Data centre types and their influence on technical characteristics 

Evolving business models and technological developments could have a major impact on a data 
centre’s flexibility potential. They influence key technical aspects — such as facility size, server rack 
density, server utilisation, and PUE — which in turn shape the technically available flexibility. Data 
centres can be classified according to size, workload type, reliability requirements and ownership 
model (Ratnayake et al. 2025). These parameters are interrelated, and actual facilities often deviate 
from the ideal types described below. Following the International Energy Agency (IEA) typology, this 
study distinguishes four main categories. The following overview summarises the main features of 
each type; indicative quantitative parameters are presented in Table 1: 

• Enterprise data centres are owned and operated by individual organisations to support 
internal IT services. They are commonly small to medium in size, host older and less 
energy‑intensive equipment, and typically exhibit lower utilisation levels and energy efficiency 
compared to industry averages. 

• Colocation data centres lease physical space — and in some cases servers — to multiple 
independent clients who manage their own hardware and software. These facilities are usually 
medium to large in size and operate a mixed infrastructure of legacy and modern equipment. 
Server utilisation is generally low to moderate, while power densities and overall efficiency are 
higher than in enterprise data centres. 

• Hyperscale data centres, operated by large cloud service providers, deliver virtualised 
computing resources at massive scale. They predominantly use modern, high‑density servers 
and advanced cooling techniques, achieving high utilisation rates and superior energy 
performance relative to other data centre type 

• AI and High-Performance Computing (HPC) data centres represent a distinct category focused 
on compute‑intensive workloads. They rely on accelerated servers and other specialised 
hardware that generate very high rack power densities, requiring advanced cooling and 
infrastructure management. Their high-density racks and specialised workloads create distinct 
operational and flexibility characteristics compared to other data centre types. 

Figure 2 (left) illustrates that while the capacity of enterprise-operated data centres has remained 
largely constant, the capacity of hyperscale and colocation DCs has grown significantly over the past 
decade. By 2030, hyperscale share on IT electricity consumption is projected to rise to 61% (both 
Hyperscale owned and leased capacity), colocation will continue to grow in absolute terms but see a 
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slight decline in relative share, while on-premise enterprise capacity is expected to drop to 22%, 
despite some growth driven by AI and GPU workloads (Synergy Research Group 2025). 

Figure 3 depicts the share of electricity consumption per equipment type for each data centre type. 
Note that this aggregation excludes AI and HPC data centres, which are not separately quantified in 
the source study. Table 1 depicts typical values for selected technical parameters between DC types. 
These values can vary considerably between individual facilities and should be understood as 
indicative, providing a basis for comparison rather than exact measurements.  

Table 1: Differences of selected technical parameters between data centre types 

Data centre type Enterprise Colocation Hyperscale 
AI/HPC 
data centres 

Size2 Small to Medium 
(up to 5 MW) 

Medium to Large 
(5-20MW) 

Large 
more than  
(20+ MW) 

Very Large 
(Hundreds of MW 
to GW range) 

Server rack 
energy density3 

Below Average 
(< 8 kW) 

Average 
(around 8 kW) 

Above Average 
(roughly 10–20 kW) 

Very High 
(Up to 100+ kW) 

Server utilisation4 Low 
(between 10-20%) 

Low to Medium 
(between 20-30%) 

Medium to High 
(between 40-60%) 

High 
(between 40-80%) 

PUE5 
Worse than 
Average 
 (between 1.8-2.1) 

Around Average 
(between 1.5-1.8) 

Better than Average  
(between 1.1-1.3) 

Better than Average 
 (between 1.1-1.2) 

Source: Compiled from multiple sources (Siderius et al. 2024; Donnellan et al. 2024; Ratnayake et al. 2025; 
Shehabi et al. 2024) and expert judgment, see footnotes for details. 

2.3 Technically available flexibility potential of data centres 

This chapter addresses the technical potential for flexibility in data centres and its sources. DC facilities 
have a complex infrastructure and offer many different options for flexibility. Three main strategies 
can be distinguished for enabling data centre flexibility, based on the underlying infrastructure of the 
facilities: 

• First, the computational infrastructure’s power consumption can be actively varied 
(modulated) by several techniques on either a software or hardware level. Strategies involve: 
Spatial and temporal Load Shifting, and Server Power Scaling. This strategy is referred to as: 
Enabling workload flexibility.  

• Second, the supporting infrastructure of a data centre provides a resilient operating space for 
the computational infrastructure. The supporting infrastructure offers additional potential for 
flexibility as long as their primary function of ensuring stable and reliable operation remains 
intact. Strategies involve utilising overcapacity from UPS, utilising backup generators, and 

 
2 Sizes for typical data centres globally based on Ratnayake et al. 2025.  

3 Typical server-rack power densities, based on Siderius et al. 2024 and Donnellan et al. 2024. 

4 Typical server utilization rates based on Shehabi et al. 2024 and expert judgment. 

5 Average PUE for data centres in the US based on Shehabi et al. 2024. 
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temperature set point adjustment. This strategy is referred to as: Utilising supporting 
infrastructure.  

• Finally, data centres may invest in additional assets specifically designed to provide flexibility. 
These assets include building on-site generation as well as battery and thermal storage. This 
strategy is referred to as: Integration of additional flexibility assets. 

Figure 4 illustrates these three strategies. The nested layout illustrates the synergies between the 
strategies: reductions in computational workload lower power and cooling demand, thereby easing 
the load on supporting infrastructure, which can be further enhanced through additional flexibility 
assets. 

In this report, a selection of flexibility options is identified from recent literature, supported by expert 
judgement. Existing research on these flexibility techniques is often simulation-based, narrowly 
focused, or untested at scale, and comprehensive empirical evidence on their effects on electricity 
consumption remains limited. Due to the heterogeneity of data centres, and the operational and 
contractual constraints affecting real-world deployment, any estimates should be treated with caution. 
For example, while enabling workload flexibility can result in opportunity costs due to foregone 
computing capacity leading to potential revenue loss, utilising supporting infrastructure may raise 
reliability concerns, and building additional flexibility assets requires substantial capital investment, 
which all reduce the actual usable flexibility of each strategy. These barriers will be examined in more 
detail in Chapter 3. The technical infrastructure of these different flexibility options for enabling data 
centre flexibility is shown in Figure 1.  

“Flexibility and heat” and “flexibility in location of data centres” are also briefly covered but not 
included in the further assessment of this study. 

Figure 4: Three data centre flexibility strategies 

 
Source: Oeko-Institut  
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2.3.1 Enabling workload flexibility 

Data centres possess the capability to adjust their computational power consumption on demand, 
offering considerable flexibility potential. Computational power consumption and cooling demand are 
tightly coupled: higher computational activity produces more heat that must be dissipated. 
Consequently, reducing server power consumption also lowers cooling requirements further 
decreasing data centre power demand. Workload flexibility depends on server utilisation and workload 
characteristics and can be implemented through various techniques. Workloads can be shifted to a 
different time or relocated to other facilities. Computing resources can also be throttled, extending 
task completion time without fully rescheduling jobs (Takci et al. 2025). Finally, certain workloads may 
be partially or entirely omitted by reducing the service quality or relaxing performance guarantees as 
agreed upon in Service Level Agreements (SLAs) (Wierman et al. 2015).  

Technical factors shaping workload flexibility 

The main factors that influence the technically available potential of workload flexibility are discussed 
next. First, server utilisation rates determine how many computing tasks can be shifted or throttled. 
Computing flexibility requires additional headroom, meaning that a portion of computing resources 
remains available for flexible use without the risk to compromise on quality-of-service requirements. 
At first sight, this appears to come at the expense of efficient resource use, since servers should 
theoretically operate at high utilisation to avoid unnecessary idle power. However, in practice, the 
amount of computing tasks fluctuates over the course of the day, largely driven by predictable usage 
patterns. Even when operators aim for efficient resource use by consolidating workloads and 
maintaining high utilisation on active servers, periods of lower demand naturally create unused 
capacity. This capacity can be put into deep sleep mode during off-peak periods and used for flexibility 
during peak periods without undermining efficiency or creating significant opportunity costs.   

However, it is worth noting that high computing demand typically occurs during the day, precisely 
when the share of generation from PV plants is high. If the goal of flexibility is to align computing load 
with renewable generation, servers might provide less available capacity for shifting tasks during these 
periods. 

Second, the extent to which workload and consequently server power demand can be technically 
modulated depends strongly on the type of tasks being processed. Existing studies report that up to 
90% of the total tasks processed of a server are delay-tolerant (Zhao and Wang 2021). However, 
flexibility is also constrained by SLAs, which define acceptable response times and performance 
guarantees, and may limit the extent to which tasks can be delayed or migrated. Tasks can be generally 
characterised by their duration and deadlines – the timeframe within which a task must be completed. 
Workloads can be grouped into four categories, each with distinct operational requirements and 
flexibility potential: 

• Batch Processes: Discrete, non-interactive workloads that can run autonomously – such as 
Backups and AI-Training. These tasks are usually highly delay-tolerant and often power-
intensive and can be rescheduled or triggered flexibly, offering significant potential for flexible 
use. 

• Interactive Workloads: User-driven workloads triggered on demand – such as web services 
and database queries. While their usage often follows daily cycles, high responsiveness limits 
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delay tolerance. Power demand is generally moderate and intermittent, spiking when user 
activity is high. Nevertheless, interactive workloads can allow some delay and reduction of 
available compute within SLA-defined tolerance windows.  

• Streaming: High-throughput tasks with low-latency requirements – such as remote-control 
systems, real-time analytics, or online gaming – typically exhibit flat, predictable load profiles, 
with medium continuous power consumption rather than peak-intensive bursts. Flexibility is 
limited due to strict latency and responsiveness requirements, though temporary server 
power adjustments may be possible.  

• Real-time Systems: Workloads combining user interaction with always-on computational 
tasks – such as remote-control systems and real-time weather forecasting. Power demand of 
servers is moderate and steady, as these workloads require constant availability but not 
intensive processing. Flexibility is very limited, with only minor adjustments achievable 
through reducing compute resources. 

Options for enabling workload flexibility 

The three mechanisms for enabling workload flexibility, drawing on the classification proposed by 
Ratnayake et al. (2025), are: 

Server Power Scaling: Computing power consumption can be dynamically modulated at both the 
hardware and software level. At the hardware level, Dynamic Voltage and Frequency Scaling (DVFS) 
adjusts the operating voltage and clock frequency of processors to reduce power draw when full 
performance is not required. Virtualisation technologies enable resource throttling by limiting the 
computing resources allocated to tasks such as the number of active processor cores. Server 
virtualisation also allows for the consolidation of under-utilised servers, enabling idle servers to be 
ramped down without compromising service availability (Ratnayake et al. 2025).  

Temporal Load Shifting: Another option is to reschedule computational workloads to a different point 
in time. The potential for temporal load shifting strongly depends on the type of workload and 
contractual obligations, as longer allowable delay windows make this option more suitable for tasks 
that do not require immediate responsiveness. 

Spatial Load Shifting: Computational workloads can be migrated to other data centres to provide 
operational flexibility. The effectiveness of this strategy depends again on workload type, the data-
network capacity and operational constraints. Spatial load shifting generally introduces much smaller 
delays than temporal load shifting. Microsoft reported that spatial load shifting within Europe reduced 
local grid pressure but caused a 10% increase in latency, which they deemed negligible (Conor E. Kelly 
et al. 2016). Other cases include spatial load shifting to improve renewable energy usage (Liu et al. 
2011; Tang et al. 2012). 

Several field studies demonstrate the practical potential of workload flexibility. For example, combined 
strategies of temporal rescheduling, resource throttling and manual temperature adjustment have 
been shown to temporarily reduce data centre power demand by up to 31% for several hours (Ghatikar 
et al. 2012). In a field experiment, the startup Emerald AI achieved a 25% reduction in peak power 
demand by applying temporal rescheduling alongside resource throttling to provide peak shaving 
services (Colangelo et al. 2025). Google has implemented temporal and spatial workload shifting as 
part of its carbon-aware computing strategy (Radovanović et al. 2023). However, these results were 
mostly obtained in environments where operators have full control over workloads and pre-existing 
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orchestration capabilities, which may limit their generalisability to more constrained operational 
settings. Additionally, the potential of load shifting depends strongly on the type of workload that the 
data centre is processing. Delay-tolerant loads are tasks with flexible timing requirements, which 
allows them to be shifted or rescheduled to another time without impacting service quality. Several 
studies suggest that a significant amount of workload can possibly be delayed (Zhao and Wang 2021). 

Flexibility by Workload Type 

The following qualitatively assesses workload flexibility techniques across different workload types. 
The colour coding in Table 2 indicates the assessed technical feasibility of applying each flexibility 
strategy to a given workload type. Green denotes workloads that are feasible to be flexibly operated, 
yellow indicates constrained capability for flexibility, and red represents workloads that are not 
feasible to be used for flexible operation.  

Batch workloads, which are typically delay-tolerant and power-intensive, offer the highest flexibility 
potential. Even partially time-constrained batch tasks may allow some flexible operation, whereas 
interactive, streaming, and real-time workloads are more limited by SLAs, especially performance and 
response-time requirements. Machine learning workloads exhibit mixed flexibility profiles: training 
tasks behave like batch workloads and are largely delay-tolerant, while inference tasks resemble 
interactive workloads and are latency-sensitive, though they may still provide some flexibility under 
certain conditions. Consequently, even AI workloads retain flexibility potential, as suggested by recent 
studies (Colangelo et al. 2025).  

Table 2: Workload flexibility by data centre type 

Flex Options Batch processes 
Interactive 
workloads 

Streaming Real-time systems 

Temporal Load 
Shifting Feasible Constrained Infeasible Infeasible 

Spatial Load 
Shifting Feasible Constrained Constrained Constrained to 

Infeasible 
Server Power 
Scaling Feasible Feasible Constrained Constrained to 

Infeasible 
Source: Oeko-Institut 

2.3.2 Utilising supporting infrastructure 

In addition to the strategy of workload flexibility, the supporting infrastructure of data centres can also 
provide operational flexibility, by relying on redundant electrical and cooling systems to ensure 
uninterrupted service during power disturbances. These systems, including Uninterruptible Power 
Supplies (UPS), backup generators and redundant cooling equipment, can be operated in ways that 
temporarily reduce the facility’s power demand on the grid or shift it in time. The extent of this 
redundancy is largely determined by the facility’s reliability class (e.g., Tier I–IV) (Uptime Institute 
2018), which specifies infrastructure redundancy levels and thereby underpins the Service Level 
Agreements (SLAs) and uptime guarantees offered to customers. While these assets are primarily 
installed for reliability purposes, both studies and industry deployments demonstrate that they can 
also provide meaningful flexibility potential without interfering with their primary function.  

In more detail, the three techniques to utilise supporting infrastructure are: 
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Overcapacity from UPS: UPS systems are designed to provide an instantaneous and stable backup 
power supply for critical infrastructure. In most data centres, battery storage in the form of UPS 
systems serves as the first line of defence against outages, while also smoothening out power grid 
fluctuations. Most data centre operators report an average time-period that can be covered of around 
15 minutes. Recent surveys among data centre operators and utility companies suggest that installed 
UPS systems are often over-dimensioned, with 80% of the respondents estimating a surplus power 
capacity of 10-50% that the given data centre would likely not need in case of emergency (Takci et al. 
2025). Additionally, data centres often have spare capacity due to the difference between their design 
IT load and the actual operational load. This allows additional UPS units to be integrated with minimal 
effort. For example, operators such as Microsoft, Basefarm and Digiplex have used UPS systems to 
deliver FFR services (Gandhi 2020; BloombergNEF 2021; Gandhi 2020). However, UPS overcapacity 
varies across data centre types. Enterprise and colocation facilities typically maintain substantial UPS 
redundancy to meet strict availability and contractual requirements, resulting in significant surplus 
capacity. Hyperscale data centres usually achieve high reliability by spreading workloads across 
multiple locations and systems rather than relying solely on large UPS systems, so their surplus UPS 
capacity is smaller but still available. In contrast, AI and HPC facilities generally deploy less UPS 
overcapacity due to high power densities and accelerator-dominated loads and rely on job-level 
resilience or checkpointing rather than uninterrupted power supply, which limits their available 
capacity for grid-oriented flexibility. 

Utilising backup generators Backup generators are activated during prolonged power outages once 
UPS systems are depleted. These generators, usually diesel-powered, are designed to sustain 
operation for several hours depending on the installed fuel reserves (BloombergNEF 2021). Backup 
generators could be theoretically used for flexibility purposes. Providing flexibility to the electricity 
system would only increase their runtime without compromising on their primary backup function 
ensuring enough fuel is available for emergency. However, backup generators are not designed for 
continuous operation like other power plants, and their flexible use is constrained by factors such as 
limited fuel availability, noise restrictions, emission regulations, and associated environmental 
concerns. 

Temperature set point variation Another flexibility option is to temporarily raise server air inlet 
temperatures, e.g., up to 27°C within the ASHRAE recommended safe operating zone. Many data 
centres still operate at relatively low inlet temperatures (around 20°C) to minimise equipment 
degradation and ensure server reliability. However, modern servers are designed to tolerate higher 
operating temperatures without compromising their function and lifetime, see ASHRAE 
recommendations. Major operators, such as Google, have already started experimenting with 
sustained higher temperature operation. Raising inlet temperatures primarily reduces cooling power 
demand and is therefore often considered an energy efficiency measure. However, temperature set 
points can also be temporarily adjusted to provide flexibility. This approach may be especially 
attractive for operators with legacy systems who wish to limit equipment wear. A field study of 
adjusting temperature set points by 1.1°C with Computer Room Air Conditioning (CRAC) and Computer 
Room Air Handler (CRAH) for an extended period of 12 hours resulted in 1.6% reduction in  data centre 
facility power demand (Ghatikar et al. 2012). These results suggest that temporarily increasing 
temperature set points by 5–7 °C could yield a temporary power demand reduction of approximately 
5–10% of the total facility. 
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2.3.3 Integrating additional flexibility assets 

The third strategy for providing flexibility is the integration of additional flexibility assets into the data 
centre infrastructure. This does not intervene with core computational operations or utilise supporting 
infrastructure, therefore causing the least impacts on data centre´s operation. Such assets may be 
solely built to provide flexibility capacity or provide it as an additional function, e.g. on top of self-
generation. This includes dedicated generators as well as electrical or thermal storage systems that 
temporarily decouple a data centre’s electricity demand from the power grid. While such options are 
generally available to any electricity consumer, thermal storage systems offer a particularly relevant 
solution for data centres, as their electricity consumption is directly linked to their cooling demand.  

There are three main options to integrate additional flexibility assets: 

On-site Generation By installing on-site generators, data centre operators can reduce reliance on the 
power grid. These additional generators – potentially powered by diesel, (bio-)gas, or hydrogen – can 
provide flexibility capacity. In contrast, other generators offer only limited flexibility: nuclear power 
plants due to long ramp-up times etc. and renewables due to their variable and uncertain output. 

On-site Battery Storage In addition to a UPS, data centres could integrate large-scale battery systems 
to supply power during outages. This way they could partly replace existing diesel-powered backup 
generators. This extra capacity could also participate in flexibility markets or provide system services. 
For example, Google has installed a 2.7 MW / 5.4 MWh battery at one of its sites in Belgium. However, 
large-scale battery deployment remains rare among data centre operators, and widespread industry 
adoption is still uncertain (BloombergNEF 2021).  

On-site Thermal Storage Some data centre operators have also built additional thermal storage to 
secure cooling capacity during emergencies - such as chilled-water and ice tanks or tanks filled with 
phase change materials. These systems could provide flexibility by using stored thermal mass as a 
buffer, temporarily decoupling cooling demand from real-time electricity use. The basic strategy is to 
pre-cool a thermal storage medium when electricity is abundant and release the stored cooling energy 
when that is not the case. While this could also be done by undercooling the air in server rooms, its 
low heat capacity makes it ineffective and technically not feasible. For instance, Google has 
implemented an ice-storage in one of their data centres in Taiwan, and other use this technology as 
well (BloombergNEF 2021). Examples include PCM storage (Jerez Monsalves et al. 2023), or ice storage 
such as in Heidelberg Innovation Park (HIP). 

2.3.4 Heat use and data centre flexibility 

The increasing use and research on thermal storage systems (see Section 2.3.3) highlights the link to 
the heat sector. On the one hand, when just looking at the data centre, the cooling demand of the data 
centre represents a potential flexibility option, e.g., by increasing thermal storage. On the other hand, 
using the heat produced by the servers and thus linking the power and the heat sector can potentially 
introduce a new inflexibility, as a heat demand needs to be met. There will always be storage needed 
to decouple heat generation and demand. This is for example also the case with combined-heat-and-
power plants with coupled heat and power production and thus reduces the flexibility of power 
production. If the heat can be used for example by feeding into a heat network with other heat sources 
this may be less problematic. Depending on the location within climate zones there may be a mismatch 
between data centre heat production in the summer and the increased heat demand within a heat 
network during winter. That is why seasonal storage is also beneficial. 
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2.3.5 Location of data centre and flexibility 

The location of a data centre affects both the flexibility that it can provide, and the overall flexibility 
required by the electricity system. The location plays a role especially regarding grid constraints that 
are influenced by the siting of new consumers. These grid constraints can be managed through grid 
expansion or the introduction of flexibility capacity, so that the choice of location directly affects the 
demand for flexibility (see section 3.2, grid-serving flexibility).  

From the perspective of the DC operator, electricity grid considerations are important factors for siting 
decisions – especially through exposure to local electricity prices, available connection capacity and 
general power supply reliability. 

However, locational decisions are influenced by other factors as well, such as the availability of data 
network infrastructure, skilled workforce, site availability and regulatory landscapes. These other 
factors often dominate decisions for data centre siting in practice, leading to concentration of data 
centres at hotspots such as Frankfurt or Dublin (IEA 2025).   

The type of workloads of a data centre further influences data centre siting. For example, new data 
centres focused on AI training and inference are generally less latency sensitive than traditional 
workloads and could be sited at locations with high renewable share and access to free cooling. Local 
climate conditions further affect electricity demand through cooling requirements: sites that allow 
free cooling reduce peak stress on the grid, whereas warmer locations increase it.  

2.3.6 Characterisation of different flexibility options by flex parameters 

The following Table 3 provides an overview on the three flexibility strategies and their corresponding 
options introduced before. Each flexibility option is evaluated by the flexibility parameters described 
in section 2.2.2. Recovery Time is included in the classification scheme but is not reported in Table 3 
due to limited data availability. Given the high complexity of data centre infrastructure and the 
different DC types and applications, developing a concise flexibility taxonomy that captures every 
option, and its unique properties is challenging. Additionally, much of the available data originates 
from individual case studies rather than industry-wide averages, as the adoption of these flexibility 
strategies remains relatively uncommon. Consequently, these case studies may underrepresent the 
full technical potential and overstate real-world performance. They should therefore be regarded as 
estimates of the current state. The data presented Table 3 represents an aggregation of selected case 
studies, combined with estimates from white papers on flexibility and with expert judgment. 

Table 3: Flexibility options and flexibility parameters for data centres 

Flexibility Option 
Technical  
Potential Capacity 

Duration 
Response 
Time 

Availability 

Enabling workload flexibility 
 

Server Power 
Scaling 

Combined up to 25%  
(Colangelo et al. 2025) Hours Seconds Depends on 

Workload and SLAs 
Temporal Load 
Shifting 

Combined up to 25% 
(Colangelo et al. 2025) Hours Minutes Depends on 

Workload and SLAs 

Spatial Load Shifting - Minutes to Hours Seconds Depends on 
Workload and SLAs 
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Flexibility Option 
Technical  
Potential Capacity 

Duration 
Response 
Time 

Availability 

Utilising supporting infrastructure 

Overcapacity from 
UPS  

Surplus of 10-50% 
(Takci et al. 2025) Minutes Milliseconds Backup Priority & 

Capacity constrained 
Utilising Backup 
Generators 

100%  
(BloombergNEF 2021) Hours Minutes Backup Priority & 

fuel constrained 

Temperature set 
point variation 

5-10% 
(own estimate based on 
Ghatikar et al. 2012) 

Hours Minutes 
Load- and weather 
dependent, 
SLA constrained 

Integrating additional flexibility 

On-Site Generation 
Only limited by available 
space and economic 
feasibility 

Hours Minutes Always available 

Battery Storage 
Only limited by available 
space and economic 
feasibility 

Hours Milliseconds 
Always available. 
Capacity 
constrained 

Thermal Storage 
Only limited by available 
space and economic 
feasibility 

Hours Minutes 
Always available. 
Capacity 
constrained 

Source: Oeko-Institut  

2.4 Future trends affecting data centre flexibility 

Ongoing technological and market developments are transforming both the electricity consumption 
profile of data centres and the scope for flexibility provision (Harryvan 2023; Coroamă and Hinterholzer 
2025; IEA 2025). 

Rising rack power densities driven by accelerated compute, the implementation of liquid and hybrid 
cooling, and continued improvements in PUE alter the internal load composition of data centres. As 
non-IT loads decline relative to IT consumption, a larger share of total electricity demand becomes 
directly linked to computational activity, increasing the relative importance of workload-based 
flexibility. At the same time, the deployment of liquid-cooling systems and associated thermal buffers 
expands the technical scope for thermal storage to use as a resource for flexibility. 

The rapid growth of AI training and large-scale inference introduces workloads with higher and more 
sustained server-utilisation levels, affecting both the temporal profile and the controllability of 
compute demand. Cloud-native workloads and virtualisation lead to more variable server utilisation 
across business models, as workloads can be dynamically allocated and scaled. These shifts influence 
the amount and timing of flexibility that can be realised, especially where SLAs or latency constraints 
limit deferrable workloads. 

The ongoing shift from enterprise-operated facilities toward hyperscale and colocation data centres 
increases the share of capacity with advanced controls, modern cooling architectures, and high-density 
rack deployments (IEA 2025). In parallel, the emergence of edge computing and regionally distributed 
AI clusters introduces a more heterogeneous landscape of load centres, with varying flexibility 
potential depending on size, cooling topology, and workload criticality. 
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Together, these trends point to a future in which data-centre workload flexibility becomes more 
prominent, cooling flexibility is more technologically enabled yet more tightly constrained, and the 
flexibility capacity of new-build data centres could exceed that of legacy facilities. 
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3. Challenges and opportunities of data centres to provide flexibility 

This section explains how the technical potential described in the previous section can be used in 
practice and what could be the associated challenges. This includes the following points: 

• The specific barriers on the side of the DC operators, that make a flexible operation difficult or 
unattractive 

• The different functions for flexibility and how the DC flexibility potential matches the 
requirements of these markets.  

• The regulatory barriers, for flexibility in general and for DC flexibility in particular. 
• The different data centre types in relation to their access to flexibility.  

3.1 Barriers for adopting flexibility 

While Section 2 has established the technical potential of data centres to provide flexibility, practical 
deployment is limited by a set of operational and economic barriers. These barriers determine the 
flexibility potential that a data centre can realistically deliver to the electricity system. Data centre 
types have a significant impact on barriers, which are examined in this section. 

3.1.1 Operational barriers for adoption of flexibility 

Operational constraints reflect the internal requirements and organisational conditions that limit the 
deployable potential of technically available flexibility of data centres.  

Orchestration and operational control systems 

Flexibility requires adequate software and control systems to schedule, monitor, and adjust workloads 
or infrastructure loads in real time. Without proper orchestration, even technically flexible workloads 
or flexible assets – including supporting infrastructure such as UPS, thermal storage, and on-site 
batteries – cannot reliably provide flexibility.  

Relevant software and control systems include workload management software, and interfaces that 
integrate batteries, cooling, or thermal storage into operational control. This challenge is particularly 
pronounced for smaller enterprise and colocation operators, which must deploy similar software and 
control infrastructure as hyperscalers, but each facility contributes substantially less flexibility. As a 
result, the relative implementation effort – and associated investment costs per unit of available 
flexibility – is higher for these operators.  

Service level agreements  

Operational flexibility in data centres is constrained by service level agreements (SLAs). SLAs are 
contracts between data centre operators, their tenants and customers, primarily affecting colocation 
operators that host multiple clients, but also hyperscalers providing virtualised services. These 
constraints impact workload flexibility as well as supporting infrastructure, including cooling and 
backup systems, as operators must guarantee performance and uptime. Flexibility is most prominently 
affected by: 

• Server availability and computational throughput – Workloads cannot be delayed, throttled, 
or rescheduled if doing so would violate SLAs or reduce guaranteed computational capacity 
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for tenants. This applies to all types of workloads, from batch processing to real-time 
applications. 

• Latency-sensitive applications – Any spatial or temporal workload shifting must respect 
response-time guarantees, ensuring that interactive or time-critical processes are not 
adversely affected. 

• Reserved capacity for unpredictable but contracted workloads – Data centres must maintain 
headroom to handle workloads that may arrive on short notice according to existing SLAs. Even 
if most of the capacity is available for flexible operation, this reserved portion limits the 
fraction of load that can be safely curtailed, shifted, or otherwise modulated, ensuring that 
service commitments are not breached. 

• Cooling and environmental conditions – Adjustments to supporting infrastructure, such as 
cooling systems, temperature set points, or thermal storage, must preserve safe operating 
conditions for all equipment. Flexibility in the supporting infrastructure is therefore 
constrained by the need to maintain operational reliability. 

Overall, SLAs impose hard boundaries on deployable flexibility, requiring that any operational 
adjustments – whether in workloads, infrastructure, or auxiliary assets – maintain compliance with 
agreed performance These guarantees are typically supported by infrastructure redundancy designed 
according to reliability standards (e.g. Tier I-IV classification) (Uptime Institute 2018). 

Access to flexibility by data centre type 

Access to flexibility assets in data centres varies by DC type due to technical constraints, operational 
limitations, and, in multi-ownership arrangements, restricted access to computing infrastructure or 
multiple sites. As outlined above, SLAs and orchestration/control systems largely determine which 
workloads, infrastructure, and additional assets (e.g., on-site generation, thermal storage, batteries) 
can be utilised for flexibility. 

• Enterprise data centres, being single tenant, have full control over workloads but often 
operate older equipment and lack advanced software and control systems, limiting the 
coordination across all three strategies.  They usually operate a single site, limiting spatial 
workload shifting. 

• Colocation data centres, hosting multiple tenants, face flexibility constraints primarily due to 
SLA requirements, which restrict how workloads, cooling, and other infrastructure can be 
adjusted. Operators often have limited access to software and control systems for 
coordinating flexibility. Modifying SLAs and increasing controllability from the operator side 
could unlock additional flexibility across workloads, supporting systems, and assets. 

• Hyperscalers and AI/HPC data centres typically operate very large, highly distributed 
infrastructure, with hyperscalers often spanning multiple sites across regions. They have 
advanced orchestration and control systems, control over workload scheduling, supporting 
infrastructure (e.g., cooling, UPS, thermal storage), and additional assets (e.g., on-site 
generation, batteries). This enables them to temporally and spatially shift workloads, adjust 
supporting infrastructure such as cooling or UPS systems, and utilise additional assets like on-
site generation or batteries, all while respecting SLA obligations. 
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Table 4 summarises access to flexibility techniques for workload flexibility by data centre type, 
aggregating hyperscalers and AI/HPC DCs due to their similar characteristics in this regard. The focus 
is on workload flexibility because operational constraints have a major impact on this strategy. In this 
Table, control refers to the access to workload management software and computing infrastructure, 
whether on-site or, in the case of spatial load shifting, across multiple sites. Colours are indicated for 
the three enabling workload flexibility options: green for full access, and red for currently very limited 
access.  

Table 4: Access to workload flexibility by data centre type 

Flexibility 
Options 

Enterprise Colocation 
Hyperscalers and  
AI/HPC data centres 

Temporal 
Load Shifting Full Control over workloads 

Very Limited control over 
workloads and 
infrastructure, 
possible via SLAs 

Full control over workloads  

Spatial Load 
Shifting 

Very Limited, 
often single site, enabled via 
software across multiple 
sites 

Very Limited, 
often single site, 
enabled via software across 
multiple sites 

Full control over workloads, 
often multi-site 
 

Server Power 
Modulation 

Very Limited due to legacy 
equipment and software 
infrastructure 

Very Limited control over 
workloads and hardware, 
possible via SLAs 

Full control over workloads  

Source: Oeko-Institut 

3.1.2 Economic barriers for adoption of flexibility 

Even when operational conditions allow workload flexibility, economic factors often limit whether it is 
desirable or feasible to provide it. This again, depends strongly on the type of workload and varies by 
data centre types. 

Investment and implementation costs 

Implementing flexibility often requires additional capital expenditure, including investments in control 
software, monitoring systems, and interfaces to integrate workloads, supporting infrastructure, and 
additional assets into operational control. While monitoring systems for IT hardware and building 
infrastructure are often already in place, they are frequently operated separately and require further 
integration to enable coordinated flexibility.  

For enabling workload flexibility, costs arise primarily from implementing workload orchestration and 
control systems that allow tasks to be scheduled dynamically. Enterprise data centres often rely on 
legacy software stacks that lack integrated workload management capabilities, requiring substantial 
redevelopment and integration effort. Colocation facilities face similar challenges, compounded by 
shared infrastructure and tenant-specific constraints. In contrast, hyperscalers and AI/HPC data 
centres typically operate mature, centrally managed orchestration frameworks, enabling workload 
flexibility to be deployed at scale with comparatively lower incremental cost. 

For supporting infrastructure and additional assets, this may include investments in battery energy 
storage systems and thermal storage systems or enhancements to cooling. Battery storage incurs 
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significant capital costs and ongoing maintenance, as well as capacity fade over time, which must be 
weighed against potential revenue streams or cost savings. Thermal storage technologies, such as 
chilled water or ice storage, tend to have lower unit costs and can be particularly attractive for facilities 
that already employ liquid-based cooling systems, as they can leverage existing infrastructure and 
require less retrofit effort. New-build data centres can integrate these systems more efficiently from 
the start, often achieving lower costs and higher operational synergies, whereas retrofitted facilities 
face additional engineering, installation, and integration challenges that increase overall expenditure. 
Given their smaller scale, older equipment, and largely fixed investment costs, enterprise and 
colocation data centres are likely to face higher per-unit costs for implementing flexibility compared 
to large hyperscalers and AI/HPC facilities. 

Opportunity costs and competition with the core business operation 

Providing flexibility by reducing, delaying, or rescheduling computational workloads directly competes 
with the core business of data centres, as it can lower server utilisation, delay revenue-generating 
tasks, or restrict capacity available to customers. These opportunity costs are particularly pronounced 
for hyperscalers and AI/HPC data centres operating highly capital-intensive equipment with high value 
added. Accelerated servers used for AI training can have investment costs of up to USD 30 000/kW 
(IEA 2025) creating strong incentives to maximise utilisation and operate near full capacity. While 
especially batch-workloads are often delay-tolerant and can be shifted at low cost when spare capacity 
exists, deliberately creating flexibility beyond this headroom – such as by underutilising servers or 
overbuilding accelerated capacity – would entail substantial lost revenues from selling computing 
services or additional capital costs. This is why, flexibility provision is generally economically 
unattractive unless it can rely on existing unused capacity, which exists even for hyperscalers. 

Asset degradation and life cycle costs 

Some flexibility options can increase wear and reduce equipment lifetime. For example, adjusting 
temperature set points beyond standard operating ranges may accelerate server degradation if 
equipment is exposed to higher temperatures for extended periods. While standards such as ASHRAE 
TC 9.9 allow broader thermal ranges, exploiting this flexibility may still increase life cycle costs, or 
require investments in more robust hardware or enhanced cooling systems. These additional costs 
further constrain the economic attractiveness of enabling flexibility, particularly in facilities with older 
equipment. 

Economic barriers by data centre type 

The economic feasibility of providing flexibility in data centres varies strongly by data centre type and 
by the flexibility strategy employed, as discussed next: 

• Enterprise data centres face moderate to high costs for all strategies due to their small scale 
and the need for retrofitting older equipment, software, control systems, or cooling 
infrastructure, resulting in lower economic efficiency of flexibility provision. 

• Colocation data centres encounter similar challenges, with additional constraints from SLA 
obligations and limited software control, making flexibility provision moderately feasible but 
often more costly relative to the amount of flexibility that can be delivered.  

• Hyperscalers and AI/HPC data centres benefit from large-scale operations, modern 
orchestration, and often purpose-built infrastructure, which reduces costs and improves the 
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economic attractiveness of flexibility strategies. However, particularly for AI data centres, 
opportunity costs can be disproportionately high. 

Thermal storage can be particularly cost-effective in facilities with liquid-based cooling systems, while 
workload flexibility is most feasible when spare server capacity exists, though opportunity costs remain 
high for accelerated servers used in AI workloads. Overall, these considerations highlight that 
economic feasibility is context-dependent, with smaller and retrofitted sites facing the greatest 
financial barriers, while large, modern, or purpose-built facilities are better positioned to implement 
flexible operations efficiently.  summarises the constraints by data centre type, with cell colours 
indicating economic constraints, where green is low, yellow is medium and red is high.  

Table 5 summarises the constraints by data centre type, with cell colours indicating economic 
constraints, where green is low, yellow is medium and red is high.  

Table 5: Economic constraints on flexibility strategies by data centre type 

Flexibility 
Strategies 

Enterprise Colocation Hyperscalers  AI/HPC data centres 

Enabling 
workload 
flexibility 

Low to high 
opportunity cost 
at low utilisation  
 
Medium to high 
implementation 
cost 

Low to high 
opportunity cost at 
low utilisation 
  
Medium to high 
implementation cost. 

Low to High 
opportunity cost at 
higher utilisation 
 
Low to medium 
implementation 
cost. 

Very high 
opportunity costs at 
high utilisation 
 
Low to medium 
implementation 
cost. 

Utilising 
supporting 
infrastructure 

Medium to high 
implementation 
cost, 
retrofitting; 
degradation risk 

Medium 
implementation cost, 
shared 
infrastructure/SLA 
limits 

Low to medium 
implementation 
cost, benefits from 
scale & modern/new 
facilities 

Medium 
implementation 
cost, benefits from 
scale & 
modern/new 
facilities 

Integrating 
additional 
assets 

High upfront cost High upfront cost High upfront cost High upfront cost 

Source: Oeko-Institut 

3.2 Flexibility functions in the power system 

How can the flexibility potential of data centres, described in Section 2, be utilised in power systems? 
In general, flexibility in power systems can serve market, grid- and system-serving functions. Market-
serving is about matching supply and demand, grid-serving about managing grid constrains, and 
system-serving about ensuring real-time security of supply of the power system. 

Each function can be organised differently, for example through competitive markets, and each 
function may encompass multiple specific use cases. Moreover, governance mechanisms are needed 
to link the flexibility potential of specific market participants such as DC to these functions, e.g. through 
dynamic prices that provide incentives for flexibility. While all three functions are relevant in any power 
system, their importance grows with the share of generation from fluctuating renewable energy 
sources. 
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The following section briefly describes how these functions are typically organised in liberalised power 
systems with competitive markets and a market design that enables transparent and efficient price 
signals. While many countries have introduced some type of liberalisation, in non-liberalised markets 
these functions also need to be fulfilled, but DC operators may not be able to offer their flexibility 
services, or prices are likely not to be transparent. However, in liberalised markets these markets may 
not be organised in a way that provides data centres with the necessary price signals and incentives to 
offer their flexibility. The following Table 6 gives an overview of these functions and their relation to 
data centres.  

Table 6: Overview on flexibility functions 

Flexibility 
function 

Specific flexibility requirements Expected development 
Exposure of DC / 
Governance mechanism 

Market-
serving 

Depends on the specific market, but 
typically less stringent requirements 
that for the other two functions 

Relevance of market- 
serving flexibility increases 
with increasing 
renewables and phase-out 
of fossil-fuels 

High with dynamic prices 
or similar mechanism 

Grid-
serving 

Grid operator has high reliability 
requirements, but reliability 
requirements for flexibility providers 
can be between market and grid-
serving, depending on the 
mechanisms applied   

Relevance of grid- serving 
flexibility increases with 
increasing renewables/ 
development of smart 
grids 
 
Network charging 
structure and other 
mechanisms that reward 
flexibility are likely to 
become more relevant  
 
Relevance decreases as 
network is expanded. 
 

Low or not available in 
terms of costs (unless 
network congestions are 
reflected in costs) 
Potentially very high in 
terms of (lack of) grid 
connection 

System-
serving 

High reliability/ stand-by & short-
term availability 

Relevance of market- 
serving flexibility increases 
with increasing 
renewables and phase-out 
of fossil-fuels 
Maybe partly shift to 
market-serving. 

Potentially high exposure 
if DC is responsible for 
balancing, but if 
operation is plannable 
exposure is reduced. 

Source: Oeko-Institut 

3.2.1 Market-serving flexibility 

The role of the power market is to organise the balancing between demand and supply. Market-serving 
flexibility is needed to address mismatches between the two, i.e., provide additional power by ramping 
up generation or reducing demand when there is a supply shortage or reducing generation output or 
increasing demand when generation exceeds supply. 

In liberalised power markets, this is typically organised via a combination of different types of markets, 
including the day-ahead and intraday markets as well as long-terms markets and bilateral contracts. 
Flexibility is mainly needed in the short term, yet with an increasing share of renewables seasonal 
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flexibility also becomes more relevant. Short-term flexibility can also be contracted in long-term 
markets. This can be relevant for example in the context of Power-Purchase-Agreements (PPA), where 
a power generator and a DC operator have a long-term bilateral contract for power supply. Especially 
if the generation is based on renewables, flexibility is needed to match generation and demand-
profiles within that contract. Alternatively, the DC operator can also operate the generation itself, and 
flexibility would then be used to maximise self-consumption based on that self-generation, i.e., to 
match self-generation (on-site or in some other place) and on-site consumption to the extent possible. 
This is similar to market-serving as it is only about matching generation and demand, but the focus is 
on the “local market” where self-generation matches self-consumption, rather than the system-wide 
market. Such an approach ideally also takes into account requirements of the overall power system. 

Market prices in the short-term spot market typically reflect supply surpluses and shortfalls and thus 
the need for flexibility. If DC providers are exposed to these prices, they can use their flexibility to 
reduce their exposure to fluctuating market prices and thus reduce their overall power costs. If they 
are not exposed to varying power prices, they may still sell their flexibility to generate additional 
revenues. Buyers of flexibility could be aggregators that operate for example a virtual power plant.  

Alternatively, the power market is also a way for less flexible consumers to “buy” flexibility, at least 
indirectly via market price fluctuation. Consequently, DC operators basically need to decide between 
providing flexibility to the market or getting flexibility from the market. 

3.2.2 Grid-serving flexibility 

The need for grid-serving flexibility results from the fact that power grids are typically no “copper 
plates”, i.e., there are grid bottlenecks and grids are not strong enough to enable all market 
transactions without any constraints. Rather, there are grid bottlenecks that need to be managed. 
Grid-serving flexibility is needed when such bottlenecks occur that can be counteracted by flexibility 
options outside the grid, again by increasing or decreasing generation or consumption, depending on 
the grid situation. In principle, grid-serving flexibility always competes with investing in expanding grid 
capacity expansion. If the grid is expanded, the demand for grid-serving flexibility decreases. 

The need for grid-serving flexibility varies significantly between regions (network areas) and could 
prove as a major driver for data centre flexibility. In Germany for example, congestion typically arises 
from a high share of renewable generation combined with geographic imbalances between generation 
in the north and demand in the south, leading to transmission bottlenecks that require active 
management (Bauknecht et al. 2024). In contrast, in the U.S., congestion is generally less about 
renewable-induced imbalances and more about accommodating very large individual loads, such as 
hyperscale data centres, which can exceed local distribution or connection capacities. These 
differences illustrate that the requirement for grid-serving flexibility depends not only on generation 
mix but also on network topology and the size of connected loads. 

In the grid-serving case, flexibility is not provided to the power market, but to the network operator, 
either on the distribution grid or transmission grid level, depending on the DC size. Note that the 
demand profile for market- and grid-serving flexibility is not necessarily in line. There can be situations 
where in the electricity system there is a generation surplus that leads to price signals to increase 
demand, whereas locally in the grid where a consumer is connected, there can be a grid bottleneck 
that requires a demand decrease. 
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Again, there needs to be a mechanism in place through which network operators can actually use this 
flexibility and DC operators become remunerated. In many countries, typical network tariffs reward a 
flat consumption profile for large consumers, as network costs mainly depend on the required network 
capacity and thus peak consumption. However, this approach does no longer work if demand-side 
flexibility should also be used, as such network tariffs disincentivise any use of flexibility, be it grid- or 
market-serving. 

To incentivise grid-serving flexibility, there can be network tariffs that reflect grid constraints and thus 
provide all consumers including DC operators with economic incentives to adapt their consumption in 
line with network requirements. Alternatively, there can be separate mechanisms like flexibility 
markets where consumers can sell their flexibility, which is however not very common yet6. 

In the case of grid-serving flexibility, these cannot just play a role in the operation of the grid but can 
also be an element of grid planning. The availability of grid-serving flexibility can reduce the need for 
grid capacity and potentially grid expansion to integrate a given amount of generation or consumption. 
Or looking at it from the perspectives of individual generators or consumers like DC operators, grid-
serving flexibility can in principle facilitate more or faster connections of new network customers that 
would otherwise have to be rejected due to grid constraints or the connection would be delayed until 
the grid can be expanded.   

The role of flexibility can be twofold in this context: First, connection capacity can be lower than peak 
capacity requirements. This concept to “overbuild” is discussed for the connection of renewable 
generation and can facilitate fast connection of new generation in a given network. This approach can 
be particularly useful for generation from PV and wind plants that has a very peaky profile, so that a 
certain amount of peak generation can be curtailed without losing much power and overbuilding can 
increase the overall renewable generation that can be fed into the grid. For data centres, this is 
considered a less relevant approach. Yet flexibility for reliable peak shaving may still be used to reduce 
connection capacity. 

Alternatively, if network capacity is scarce with regard to new connections, network operators may 
prioritise new consumers that, once connected, can contribute to grid management with their 
flexibility, as described above, for example via peak shaving, which reduces demand during periods of 
local congestion and helps maintain network stability. In this case the value of flexibility is significantly 
higher compared to the other use cases. While flexibility that deals with varying power prices or 
network tariffs can reduce costs or generate additional revenues, grid-flexibility that facilitates a grid 
connection in this way enable the DC connection and thus operation in the first place. As grid 
connections are a major issue for DC operators in many countries (IEA 2025), this is highly relevant. 

However, the question is whether there is an appropriate governance mechanism in place that 
prioritises grid connection requests based on the grid-serving flexibility that can be provided.  

If flexibility for the grid is developed by DC operators, this may then also be used for the other flexibility 
functions. However, it needs to be considered which flexibility strategy is suitable for which function, 
see section 3.3.  

Scarce network capacity can also be an argument for DC operators to develop on-site generation to 
reduce dependence on grid capacity. For this, flexibility is also needed. In contrast to the objective to 

 
6 An example can be found in the Netherlands: https://www.gopacs.eu/en/  

https://www.gopacs.eu/en/
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maximise total self-consumption that was mentioned above, the objective would then be to optimise 
self-consumption of on-site generation with the help of flexibility, such that the peak capacity needed 
from the grid is reduced. 

3.2.3 System-serving flexibility 

Finally, system-serving flexibility is needed to keep the power system stable and maintain real-time 
security of supply. This includes a range of system ancillary services. The most relevant system service 
where DC can provide flexibility is the provision of balancing energy. This is needed to keep the power 
system frequency stable. System services are related to the other two functions in that they are also 
related to matching demand and supply and maintaining the functioning of the grid. However, they 
are organised in a more hierarchical way with clear responsibility for the system operator. This is not 
to say that the system operator cannot procure these services with the help of market-based 
mechanism.  

In contrast to the other functions of flexibility, system-serving flexibility is dispatched not based on 
price-signals but requires direct control and a very high level of reliability. Therefore, flexibility needs 
to be kept in stand-by to fulfil these functions whenever needed. 

System-serving flexibility is typically provided through reserves operating on different timescales, 
ranging from fast frequency response (FFR), which acts within seconds, to slower-acting reserves that 
respond over minutes to hours, often referred to as secondary or tertiary reserves, depending on the 
market. 

3.3 Linking flexibility strategies to flexibility functions 

This section links the main flexibility strategies – enabling workload flexibility, utilising supporting 
infrastructure, and integrating additional assets – to the three key flexibility functions in the power 
system: market-serving, grid-serving, and system-serving flexibility, by considering technical 
characteristics of the flexibility options and operational and economic constraints. 

3.3.1 Enabling Workload Flexibility – Market-Serving 

Workloads are often predictable and especially batch tasks are tolerant to delay. Temporal workload 
shifting requires sufficient lead times for effective rescheduling, while server power scaling and spatial 
load shifting can react on shorter timescales, all often without violating SLA constraints (Colangelo et 
al. 2025), especially execution time and server availability, see 3.1.1. Besides lead times and 
opportunity costs – mainly driven by workload characteristics and data centre type – there are also 
operational limitations, particularly limited orchestration capabilities and multi-tenant arrangements, 
which restrict the ability to selectively reschedule workloads. 

As a result, workload flexibility is most suitable for market-serving functions and perhaps grid-serving 
applications, such as short-term responses to congestion events, in settings where the DSO does not 
explicitly rely on workload flexibility as a dependable measure. Hyperscale and large colocation 
facilities are best positioned for this, because they can aggregate sufficient flexibility capacity to 
participate in these markets. In contrast, enterprise and smaller facilities typically have limited 
orchestration capabilities and lower absolute flexibility volumes, resulting in disproportionately higher 
implementation effort relative to potential returns. System-serving flexibility, by comparison, requires 
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very high reliability, availability and precise controllability, which workload-based measures typically 
cannot provide due to technical constraints and SLA requirements. 

3.3.2 Utilising Supporting Infrastructure – Grid- and System-Serving 

Supporting infrastructure – including UPS, backup generators, and cooling flexibility – provides 
flexibility that can operate on shorter notification times and is more predictable than workload-based 
measures. Response times are typically short in the range of seconds to minutes, and availability can 
be high when assets are specifically dedicated to flexibility. However, technical constraints through 
SLAs, thermal temperature limits, legal regulations such as noise and emission limits for diesel-
generators and fuel availability restrict the usable potential. Organisational factors, including 
centralised control and automation, as well as economic considerations such as capital and operational 
costs, further influence how much flexibility can realistically be deployed. 

As a result, supporting infrastructure can contribute to all three flexibility functions, though the relative 
effectiveness varies. Market-serving flexibility is generally limited: cooling adjustments and temporary 
generator use can respond to price signals, but thermal capacity and regulatory constraints, e.g., 
related to emissions, could make these options technically and economically infeasible. UPS 
overcapacity can provide rapid load reductions, particularly in larger facilities with centralised controls, 
enabling some market participation.  

Grid-serving flexibility offers strong potential: supporting infrastructure can respond both on short 
timescales, e.g., via UPS overcapacity, cooling adjustments, and generators for immediate load relief, 
and on longer timescales, such as day-ahead scheduling or medium-term contributions like peak 
shaving or capacity reserves.  

System-serving flexibility is possible for UPS, which can be reserved for fast frequency response (FFR), 
while batteries and generators can in principle also provide slower-acting system services, such as 
reserve capacity (e.g., secondary/tertiary reserves in European markets). However, the high availability 
requirements often conflict with the data centre operator’s primary priority of maintaining reliable IT 
operations. 

3.3.3 Integrating Additional Assets – All Functions 

Additional assets, such as on-site generation, battery storage, or thermal storage, provide flexibility 
independently of core IT workloads. Response times vary by technology: batteries and on-site 
generation can react almost instantaneously, thermal storage is slower, and all are constrained by 
asset capacity, investment costs, and operational limitations, including fuel availability for generation. 
Economic considerations – especially the potential revenue from market participation versus the cost 
of deploying these assets – further influence their effective flexibility. 

As a result, additional assets are highly suitable for market-serving functions, as well as for grid-serving 
applications, including local congestion management and peak shaving. Batteries and on-site 
generation are especially effective due to their fast response, while thermal storage can contribute to 
demand adjustments over longer response times. System-serving flexibility is achievable when assets 
are centrally controlled, for example through battery storage or dispatchable generation. These 
resources can provide frequency response or secondary/tertiary reserve capacity, provided sufficient 
capacity is available and economic incentives justify their deployment.  
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3.3.4 Key findings form linking all three flexibility strategies to flexibility 
functions 

Across the three flexibility strategies, workload-based flexibility is primarily suited to market-serving 
functions and, to a lesser extent, grid-serving applications if sufficiently incentivised, but its 
contribution to system-serving flexibility is limited due to high reliability requirements, SLA constraints, 
and slower response times. Supporting infrastructure offers faster and more predictable flexibility, 
making it especially effective for grid-serving applications and, in the case of UPS, also for system-
serving functions such as fast frequency response (FFR). These flexibility options are generally used in 
response to specific events, such as local congestion or frequency deviations, rather than continuously. 
Nevertheless, the potential of supporting infrastructure is constrained by the priority of maintaining 
reliable IT operations.  

Data centre types and the type of workload further affect the potential of using supporting 
infrastructure as some DCs do not have overcapacity from UPS because their workloads do not require 
it. Additional assets, such as battery storage, provide the most versatile flexibility, capable of 
supporting market-, grid-, and system-serving functions and acting on short timescales when required. 

When compared to BloombergNEF (2021), these findings largely align. Workload flexibility is expected 
to participate mainly in energy markets, while backup generators are generally infeasible for routine 
market participation due to operational and regulatory limitations, though they may be used during 
extreme events. Battery storage has broad applicability across flexibility functions and highlights the 
strategic value of additional assets. Overall, these results underscore that the suitability of each 
flexibility strategy depends on the technical characteristics, operational constraints, and economic 
incentives associated with the data centre and the power system, with flexibility generally deployed 
reactively in response to specific system or grid needs rather than continuously. 
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4. Overview of main flexibility potentials and policy options 

This chapter summarises the main findings regarding the flexibility potential of data centres and 
identifies opportunities for enhancing their contribution to the electricity system. Flexibility can arise 
from multiple strategies, including enabling workload flexibility, utilising supporting infrastructure, and 
integrating additional assets, 

The actual contribution of each strategy depends not only on the technical potential of the facility but 
also on operational, contractual, and economic constraints. Across data centre types, flexibility varies 
significantly: hyperscale data centres benefit from advanced virtualisation and orchestration 
capabilities, colocation facilities are constrained by multi-tenant arrangements and SLA limitations, 
and enterprise and AI/HPC data centres may face high implementation costs or limited surplus 
capacity. 

4.1 Usable flexibility potential of data centres 

In this section, the concept of usable flexibility is introduced, representing the portion of technical 
flexibility that practically can be realised by data centres to support the power system. First, the 
findings for each flexibility strategy are aggregated from the technically available flexibility potential 
described in Section 2.3 with the operational and economic constraints discussed in Section 3.1. The 
resulting contribution is referred to as Usable flexibility. Depending on the flexibility strategy, this 
flexibility can then be used to fulfil certain flexibility functions, as outlined in Section 3.3. Not all 
potential can be used for all functions. 

The following tables summarise the most prominent factors that affect flexibility, which can vary 
drastically for individual sites. To aid interpretation, barriers are color-coded: green indicates none to 
minimal constraints, yellow moderate limitations, and red high or critical constraints. These barriers 
reflect the most limiting factors for realising flexibility for a facility of a given data centre type, 
providing a visual guide to its relative feasibility.  

4.1.1 Usable flexibility by enabling workload flexibility 

Table 7 summarises the usable flexibility potential for enabling workload flexibility across different 
data centre types. Overall, hyperscale data centres exhibit the highest potential due to their 
virtualisation capabilities and extensive control over workload scheduling, allowing them to shift 
flexible workloads efficiently. In contrast, AI/HPC data centres face very high opportunity costs, even 
for delay-tolerant workloads, which currently limits their incentive to provide flexibility, though future 
developments in workload management or pricing schemes could change this. Colocation facilities are 
primarily constrained by their business model and tenant agreements; access to computing 
infrastructure and service-level agreements often limit flexibility. Adjustments such as allowing DC-
wide workload management or providing tenants with dynamic pricing signals could unlock additional 
potential. Enterprise data centres, on the other hand, are mostly limited by implementation costs, as 
retrofitting both software and hardware is often required to enable flexible scheduling. 
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Table 7: Useable flexibility potential for workload flexibility 

Enabling Workload 
Flexibility 

Enterprise Colocation Hyperscale 
AI/HPC Data 
Centres 

Technically available 
flexibility potential 

High,  
workload-
dependent  

High,  
workload-
dependent 

High,  
workload-
dependent 

High,  
workload-
dependent 

M
ai

n 
Ba

rr
ie

rs
 to

 A
do

pt
io

n 

Access to 
computing 
infrastructure  

Full,  
usually single site 

Limited,  
usually single site 

Full, 
often multi-site 

Full,  
often multi-site 

Service-level-
agreements 

Minimal (own 
services) 

 Depends on tenant 
SLAs 

Virtualisation 
enables flexibility 

Virtualisation 
enables flexibility 

Opportunity costs 

Workload-
dependent,  
low utilisation 

Workload-
dependent, 
low utilisation  

Workload-
dependent,  
higher utilisation 

Very high, even for 
delay-tolerant 
workloads, very 
high utilisation 

Implementation 
cost 

High, 
retrofitting legacy 
systems & 
orchestration  

Medium, 
coordination with 
tenant systems 

Low to medium,  
using existing 
controls  

Low to medium, 
using existing 
controls  

Usable flexibility 
potential 

Low,  
retrofitting cost 

Low to moderate, 
SLA and tenant 
constrained 

Moderate to high, 
workload- 
dependent 

Low to moderate,  
very high 
opportunity costs, 
but shiftable 

Source: Oeko-Institut 

4.1.2 Usable flexibility by utilising supporting infrastructure 

Table 8 summarises the usable flexibility potential for leveraging supporting infrastructure – such as 
UPS systems, backup generators, and temperature set-point adjustments – across different data 
centre types. Hyperscale data centres exhibit moderate flexibility potential, largely due to UPS 
overcapacity, which could be used, for example, in Fast Frequency Response (FFR) services. Colocation 
facilities are mainly constrained by operational limitations, including strict service-level agreements 
and multi-tenant arrangements. Relaxing SLA restrictions or introducing coordinated flexibility 
mechanisms could increase their practical flexibility to a moderate level. Enterprise data centres face 
high implementation costs associated with retrofitting legacy systems, which limits their ability to 
leverage supporting infrastructure. AI/HPC data centres often lack sufficient surplus capacity – 
particularly in UPS systems – making this strategy largely unfeasible under current conditions. 
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Table 8: Usable flexibility potential for utilising supporting infrastructure 

Utilising supporting 
infrastructure 

Enterprise Colocation Hyperscale 
AI/HPC Data 
Centres 

Technically available 
flexibility potential Moderate 

 
High   

Moderate Low 

M
ai

n 
Ba

rr
ie

rs
 to

 A
do

pt
io

n 

Reliability 
concerns  

Older equipment 
failure risk 

Multi-tenant 
outage risk 

Redundancy 
buffers, multi-site 

Limited Job 
interruption risk, 
workload-
dependent 

Service-level-
agreements 

Minimal (own 
services) 

SLAs limit 
power/cooling 
changes 

Managed 
adjustments 
allowed 

Managed 
adjustments 
allowed 

Implementation 
cost 

Medium to high, 
legacy integration 

Low to medium, 
existing controls, 
coordination 

Low,  
existing controls 

Low, 
existing controls 

Usable flexibility 
potential 

Low, 
limited surplus and 
legacy integration 

Low to moderate, 
SLA and tenant 
constrained 

Moderate,  
UPS redundancy 
and multi-site allow 
use 

Low, 
constrained by 
infrastructure 

Source: Oeko-Institut 

4.1.3 Usable flexibility by integrating additional assets 

Across all data centre types, the technical potential for integrating additional assets is generally 
flexible, largely limited only by investment costs. Thermal storage for “waste” heat provides a notable 
opportunity for facilities with liquid-cooling systems, as it can be integrated directly into the cooling 
loop. The practical usable flexibility is therefore assessed as moderate to high across all data centre 
types. The actual benefit is size-dependent, with larger facilities typically able to deploy more storage 
and fully leverage the advantages of liquid-cooling integration.  

4.1.4 Usable flexibility potential across all three flexibility strategies  

Table 9 summarises the usable flexibility potential all strategies per data centre type. Overall, 
hyperscale data centres exhibit the highest potential for workload flexibility due to their virtualisation 
capabilities, while AI/HPC data centres are limited by very high opportunity costs. Colocation facilities 
are constrained by SLA and tenant agreements, and enterprise data centres face high implementation 
costs when retrofitting legacy systems. When leveraging supporting infrastructure, hyperscale facilities 
can especially utilise UPS overcapacity, whereas colocation sites are limited by operational constraints 
through SLAs, and enterprise and AI/HPC data centres are constrained by legacy systems or insufficient 
surplus capacity, respectively. Integrating additional assets, particularly thermal storage in facilities 
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with liquid-cooling systems, offers moderate to high flexibility across all data centre types, with new-
built liquid-cooled sites benefiting the most. 

Table 9: Usable flexibility potential across all three flexibility strategies 

Usable flexibility 
potential 

Enterprise Colocation Hyperscale 
AI/HPC Data 
Centres 

Enabling workload 
flexibility 

Low,  
retrofitting cost 

Low to moderate,  
SLA and tenant 
constrained 

Moderate to high, 
workload- 
dependent 

Low to moderate,  
very high 
opportunity costs, 
but shiftable 

Utilising supporting 
infrastructure 

Low,  
limited surplus and 
legacy integration 

Low to moderate, 
SLA and tenant 
constrained 

Moderate,  
UPS redundancy and 
multi-site allow use 

Low, 
constrained by 
existing 
infrastructure 

Integrating 
additional assets 

Moderate to high Moderate to high Moderate to high Moderate to high 

Source: Oeko-Institut 

4.1.5 Opportunities to enhance data centre flexibility 

From a technical perspective data centre can provide flexibility to the electricity system, but realising 
this potential requires addressing operational, contractual, and infrastructural conditions. Hyperscale 
operators, for example, have opportunities to leverage advanced workload orchestration and 
virtualisation to shift workloads efficiently across sites. In multi-tenant colocation facilities, flexibility 
could be unlocked through closer cooperation with tenants and by passing on incentives for flexibility 
to them.  

Flexibility in colocation or multi-tenant data centres is often limited by the strict terms of existing SLAs, 
which prioritise guaranteed performance and uptime over adjustable operations. By renegotiating or 
adapting SLA terms—such as allowing temporary adjustments in workload scheduling, cooling 
setpoints, or backup usage—operators could unlock additional flexibility without compromising 
essential service guarantees. Adaptive SLAs could, for example, permit a small, controlled reduction in 
guaranteed availability during low-risk periods, enabling operators to temporarily throttle or shift 
workloads, adjust supporting infrastructure, or leverage additional assets such as on-site generation 
or thermal storage. This approach allows controlled temporal or spatial workload shifting and dynamic 
use of infrastructure while ensuring that core commitments to tenants are maintained and overall 
service reliability is preserved. 

Planning for flexible operation from the design stage, including thermal storage in facilities with liquid-
cooling systems or other modular infrastructure, can significantly reduce implementation costs 
compared to retrofitting existing systems. By combining contractual adjustments, incentivised tenant 
participation, infrastructure enhancements, and operational coordination, data centres can 
systematically increase their system flexibility while maintaining reliability and performance. 
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4.2 Policy options 

This analysis has shown that there are relevant flexibility potentials that data centres can provide. In 
this final section, the options for policy makers are highlighted to address the potential and challenges 
identified in this study. The capacity and power consumption of data centres is bound to increase 
significantly in many countries (IEA 2025), so the question of how they can be integrated into power 
systems and how their flexibility can be exploited is highly relevant, both for system operators and 
policy makers.  

The aim is not to design detailed policy instruments, but to identify a suit of policy options, without 
looking at concrete policy mixes and policy designs that would be country specific. The overview 
includes market design questions, options within sustainable product policy and the link between 
renewable procurement and flexibility. The options presented can be applied to all data centre types 
addressed in this report. There can be specific size-dependent requirements, e.g. a required minimum 
share of renewable energies that apply only to data centres above a certain capacity threshold. 

The following table provides an overview on key policy areas and options with regard to the flexibility 
of data centres. 

Table 10: Overview of policy options 

 Market-serving Grid-serving System-serving 

Liberalised 
electricity markets 

This requires a 
competitive power 
market. 

This requires smart grid 
approaches, whereby flexibility 
options outside the network 
can be used as alternatives to 
network expansion. 

This requires opening up 
ancillary service and 
especially balancing 
markets to competition. 

Integration of 
demand-side 
options 

Level-playing field for all flexibility options, including demand-side options and 
prosumers. 
For example, capacity markets should be open for different options. 

Dynamic prices can 
be used to provide 
flexibility incentives 
to consumers. 

Network-tariffs should not 
penalise but reward flexibility.  
Flexibility should be rewarded 
in network connections. 

Requirements for 
balancing markets need 
to be reduced, e.g. 
minimum capacity. 

Specific mechanisms 
for data centre 
flexibility within the 
market 

No generic data centre-specific regulatory barriers have been identified in this study. 
There may be specific requirements for data centres to provide flexibility, e.g. via 
generation units. 

Use of renewables 
and flexibility 

This is mainly 
relevant for market 
serving flexibility.  
 

If flexibility is developed, it may also be used for these two 
functions. 

Sustainable product 
policy for flexible 
data centres 

Product policy instruments can be used to develop flexibility of data centres across 
functions. 

Source: Oeko-Institut 

Generally, the argument can be made that new consumers that require new generation should also 
provide their flexibility, especially in countries where additional generation from RES entails a higher 
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flexibility demand or where new consumers add to grid constraints. Addressing new consumers uses 
a “window of opportunity” and has the advantage of targeting consumers which are making 
investment decisions that can be geared towards power system needs.  

Such requirement has been set in the EU for the production of renewable fuels of non-biologic origin 
(RFNBO), demanding a temporal correlation of the electricity consumption to a source of renewable 
electricity (European Commission 2023).  

At the same time, it is less obvious how this general argument should be translated into specific 
requirements for power consumers, how such requirements should discriminate between old and new 
consumers, and whether such requirements should be translated into voluntary certification or into 
binding laws.  

4.2.1 Liberalised electricity markets 

A functioning liberalised and competitive electricity market is a powerful approach to integrate a range 
of different flexibility options. This is all the more the case as flexibility options are increasingly 
distributed across a range of different actors, including actors on the demand side such as data centres, 
whose flexibility cannot be centrally controlled by an electricity system operator. A liberalised 
electricity market requires inter alia a functioning spot market, including a day-head market as well as 
an intraday-market for short-term adjustments, as well as market-based procurement of balancing 
power with short gate-closure times.  

While the flexibility functions described in section 3.2 are needed in all power systems, the price signals 
that a competitive market can generate are a very powerful coordination mechanism. First, they can 
enable an efficient investment choice between various flexibility options, including the various 
flexibility options of different DC types as described in this report. Second, they provide the necessary 
dispatch signals for when and how to use that flexibility. Third, if the market is not set up properly to 
enable competition, flexibility providers can hardly benefit from their services. 

Price signals in principle also lead to an efficient choice between flexibility options and it may turn out 
that that there are better options for providing flexibility than data centres, e.g., via batteries. 

Market integration of demand-side options 

However, besides the general liberalised market, there are also specific governance mechanisms 
needed to remove barriers for flexibility on the demand-side and provide appropriate incentives. There 
are many examples of liberalised markets that mainly enable competition between generators but are 
not geared towards the active market integration of the demand-side or even include regulation that 
disincentivises demand-side flexibility options. Therefore, a competitive market is a useful framework, 
but not a sufficient condition for using DC flexibility. 

A functioning wholesale market alone could lead to inefficient development of flexibility. The various 
options, such as flexibility from generation, battery storage and demand-side flexibility, have so far 
typically operated under different conditions in different regimes, have only been used to a limited 
extent as flexibility, and have therefore not yet emerged as consistent competitors in the provision of 
flexibility. To create a level playing field between different flexibility options, it is not sufficient to 
expose the various options to the same market price signals. Rather, it is a matter of removing 
technology-specific barriers so that the different flexibility options can respond to price signals in line 
with their capabilities.  
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No generic data centre-specific regulatory barriers have been identified. However, in many countries 
there are barriers for flexibility from demand-side options, see for example Bauknecht et al. (2021). 
One example are network-tariffs that reward flat consumption and consequently penalise flexibility. 
Another example are capacity markets that are set up in many countries, and which may be limited to 
generation capacity, thus excluding demand-side capacity. The regulatory treatment of storage can 
also be problematic, if storage plants are treated as consumers, and thus network tariffs must be paid 
twice. This can also be an issue for batteries located on DC premises.  

Besides removing such barriers, there need to be mechanisms in place that link the overall system 
requirements, including market-serving, grid-serving, and system-serving functions to signals provided 
to consumers in general, and to data centres in particular, so that the price signals on the various 
markets lead to specific economic incentives for them. For example, if there is wholesale market price 
that signals demand for flexibility, but that price signal is not accurately reflected in the tariff paid by 
data centres, it is neither attractive nor possible for DC operators to become flexible in a useful way.  

The same applies to grid-serving flexibility, where network operators are typically not used to rely on 
external flexibility. What is more, network regulation often also incentivises the network operators to 
opt for capital-intensive grid investments, rather than procuring external flexibility services, which are 
mainly operational expenditures. Besides, suitable mechanisms are needed for network operators to 
signal their flexibility needs to network users. Suitable instruments to do so are dynamic network 
tariffs, flexibility markets or direct control mechanisms (which are certainly the least attractive option 
for data centres). Besides operational flexibility, grid transparency regarding siting of new DC and 
mechanisms that prioritise flexible DC in grid connection procedures could also be highly effective. 
Alternative connection agreements such as flexible connection agreements can be a way forward 
(CEER 2023). 

Besides these general and specific market design issues, specific incentives for data centres can also 
be provided by the following approaches. 

4.2.2 Use of renewables and flexibility 

In this section, a closer look is taken at the use of renewables and how this can affect the development 
of flexibility. In order for DC to be considered sustainable, they should procure renewable electricity. 

There can be a dedicated system-wide regulatory framework to develop additional renewables for 
additional consumers such as DC. At the same time, individual consumers can also be required to 
procure electricity from renewable energy sources plants. Alternatively, there can be a voluntary 
market for RES. Both can have implications for flexibility if consumption needs to be aligned with a 
specific generation profile. While flexibility should be provided on a system level, rather than for 
balancing individual generation plants, such provisions can still facilitate the development of flexibility 
that can then be used in a more systemic way. 

As an example of a potential legal obligation, as mentioned above there are plans for a required 
minimum share of renewable energies under the European Energy Efficiency Directive. Germany's 
Energy Efficiency Act (Bundestag 2023) mandates renewable energy usage for data centres: 50% 
unsubsidised green electricity from 2024 for all data centres above 200 kW, and 100% from 2027 for 
all data centres, using guarantees of origin (EnEfG §13 (5)). However, such obligations do not have any 
effect on flexibility, as there is no temporal connection between consumption and generation. 
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If procurement of renewable electricity, be it compulsory or voluntary, is to have on impact on 
flexibility, it should not be based on guarantees of origin or annual volumes. Rather, it needs to include 
hourly matching between generation and consumption. This is currently reflected in an ongoing review 
of the Greenhouse Gas Protocol, a standard for accounting and reporting greenhouse gas emissions: 
“The Scope 2 Technical Working Group is developing a proposal for updated inventory rules based on 
hourly and regional matching, so reported electricity emissions better reflect when and where 
electricity is actually used.” 7 While this activity focuses on more effective emissions accounting, it also 
provides incentives to deploy more flexibility. 

4.2.3 Sustainable product policy for flexible data centres 

Sustainable product policy includes several incentive mechanisms designed to steer the market in the 
desired direction. These instruments can be used not only for physical products, but also for services 
and entire industries. In the case of data centres, such product policy instruments can be used to make 
them more energy-efficient, resource-efficient or, indeed, more beneficial to the power system. 
Typical product policy instruments include legally binding minimum requirements, the development 
of standards, information obligations, voluntary codes of conduct, eco-labelling, and public 
procurement requirements for particularly environmentally friendly or otherwise beneficial products 
and services. These instruments can also be applied in principle to promote flexibility in data centres 
in order to complement the other approaches described above. Legal minimum requirements and 
information requirements are described below by way of example. 

Legal minimum requirements 

In order to align the operation of existing data centres and the planning of new ones with the needs of 
the electricity grid and actual generation capacities, legislators have the option of creating appropriate 
legal frameworks. For example, requirements for data centres have been set out in the Energy 
Efficiency Directive (Directive (EU) 2023/1791) at European level. These requirements are currently 
limited to public information obligations and reporting to a central data centre register (European 
Commission. Directorate-General for Energy et al. 2025; Delegated Regulation (EU) 2024/1364 Annex 
IV). In future, however, minimum requirements are also planned for PUE, water consumption, the 
minimum share of renewable energies (see also the next section on procurement of renewables) and 
waste heat utilisation, for example (European Commission. Directorate-General for Energy et al. 
2025)). Such legal minimum requirements could also be laid down for the provision of flexibility. For 
example, it could be stipulated that a data centre must have a data interface that receives control 
signals from the electricity grid operator and reduces its electricity consumption on request. 

Information requirements 

The European Energy Efficiency Directive already requires data centres with a capacity of 500 kW or 
more to report their electrical grid functions, and their grid-connected battery capacities to the 
European Data Centre Register (Commission Delegated Regulation (EU) 2024/1364, Annex II, 1. Energy 
and sustainability indicators). In principle, such information could also be made public, for example in 
the form of energy efficiency labelling for data centres, which is currently also being developed at 

 
7 For more details see https://ghgprotocol.org/blog/scope-2-technical-working-group-progress-update 
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European level (European Commission. Directorate-General for Energy et al. 2025). Such information 
can help to create a market overview of which data centres are particularly useful to the power system 
and can therefore, for example, receive advantages in the awarding of contracts or the expansion of 
connection capacities. 
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